UNIX introduction

History

e Original development
e at AT&T Bell Labs in Murray Hill, New Jersey
e by Ken Thompson
e in1969
e Designed to
« replace the single-user systems with a multi-user system
« replace the batch mode user communication (the computer user does not see the
process running so can not give input interactively or see the output until it is finished)
with an interactive environment(User communicates with the computer directly
through the use of a "terminal™).
« easier for the multiple users to share files
« Distributed
« widely starting in 1975
« used then on several large systems - especially at Universities
o distributed at a minimal cost to these universities which caused students
graduating to know this environment and so industry followed suit and also
purchased it
« also distributed the source code so that universities (and other institutions) could
make changes to the code which made "their UNIX" run the way they wanted it

to run
Family of operating systems

Because of this freedom to modify the code, many versions were created - each institution made
different modifications to the original. The two main derivatives from the past are called BSD
UNIX for (Berkeley Standard Distribution) & System V UNIX (by AT&T). Some of the

derivatives have names which do not include the name UNIX - they often have something



similar though such as Linux and Ultrix. Several of the versions of UNIX are still distributed

free of charge.



Design features

1. Command line structure

Unlike many of the operating systems in use today, UNIX (in its base form) does not have a
visual interface. The UNIX interface consists of commands being typed by the user and then
interpreted by the shell (The shell protects the computer from the user by interpreting the commands
given and either telling the user that there was something wrong with the command requested or by

performing the action requested).

The command line has the form
prompt command options arguments

for example

% Is -l this

prompt: Given by the shell to tell the user the shell is waiting. Will be different

depending on which shell is in use.

command: Typed by the user telling the shell what task is desired. It is usually one word
(or abbreviation). The command portion of the command line corresponds to the
verb portion of a sentence - it provides the action requested. The user can create

additional commands.

options: Typed by the user telling the shell any details about the command requested.
They are often called "switches" in UNIX texts. They are usually a single letter
or number preceded by a dash "-" or a plus sign "+". Most commands have
default values for the options which will be used if no option is specified. The

option portion of the command line corresponds to the adverb portion of a



sentence - it gives details of how the command should do its task. What options

are available are specified by each command.

arguments: Typed by the user telling the shell to whom the action should be done. Each
argument is often a single file, user or directory name. Most commands have
default values for the arguments which are not specified. The arguments portion
of the command line corresponds to the direct object of a sentence. How many

and what types of arguments are expected are specified by each command.

white-space: The portions of the command line typed by the user must be delimited by
white-space. At least one white-space character must be typed between the end
of the command at the beginning of the option or argument or between two
arguments (etc.). The white-space can be a space (pressing of the space bar),
multiple spaces (several pressings of the space bar), a tab, several tabs or any
combination of these. There is also the possibility of using the return (enter) key
but only if its specific interpretation is prevented. Any white-space that appears
on the command line (unless its meaning is prevented) will be assumed to be
delimiting the portions of the command line -- in other words, if the name of the
command contains a space, it will be looked at as a command followed by its

argument.



enter (return): The command is submitted to the shell when the enter (or return) key is
pressed at the end of the command line. This is called "entering the command".
Until the command is "entered™ it can be modified because the shell will not try

to interpret the command until it is entered.
case sensitivity

Unix is extremely sensitive in how the command is typed including case sensitivity

(upper and lowercase letters are distinct).

This applies to the command names -- typing "LS" when you meant "Is" would be

as invalid as any other garbage command you could have given.

This case sensitivity also applies to the options and arguments. If a file is named
this.file and you refer to it in a command as THIS.FILE, you are naming a completely

different file which may also exist, but is definitely not the file intended.



3. Hierarchical design of structures

Directories - There is one root directory. This directory has several children; and
each of those can have several children. Because of this tree like structure and that
names within a directory must be unique, to know the file to which you are referring, you

only need to give its name and the list of ancestors all of the way to that one root.

Processes - There is one root process (task currently running). This process can
then have several children; and each of those have several children. Because of this tree

like structure, every process can be controlled and monitored by its one parent.

Connecting from your "terminal’ to the UNIX system

For many of the UNIX computers, only the system administrator will connect directly to
that system (at the console). For most of the users, they will sit at a "terminal” and connect to the
UNIX system by what is called "remote login™. In order to make a remote login connection, the
user needs to have a keyboard and a screen which can act as a terminal. This is usually done
now by using a microcomputer - its keyboard for you to communicate with the UNIX system, its
monitor for the UNIX system to communicate with your, and software for the microcomputer to
emulate a terminal. The microcomputer must then be connected in some way to the UNIX

system - often this today means both having IP addresses (both being on the Internet).

One common software application which allows this type of connection is called
"telnet”. In order to use the telnet application, there needs to be a "telnet client” running on the
microcomputer and a "telnet server" running on the UNIX host to which you would like to
connect. There are also many other applications which allow this type of relationship. You just
need to make sure that one piece of software is on the microcomputer and that it can
communicate according to some protocol with software running on the UNIX host. To use this
software to connect, you will usually instigate the client software specifying the name of the
UNIX host to which you would like to connect. If the software on the two machines are



compatible and the physical connection between the machines are operational, the UNIX host
will answer the request and give you basic information about the machine you have reached

including its name and the specific version of UNIX that machine is using.

This software only allows you to reach the UNIX host. The UNIX host also often has
protection from outside users. It will have to request a login id and password before it will allow
you to reach the shell (where you can start giving commands). After the introductory
informative information, the UNIX machine will usually then request a login id - often using a

prompt similar to:



login:_

When you start typing the login id you type will appear at the point of the underscore (or
cursor). The login id would have to have been assigned before you will be able to log on. The
login id is assigned by the system administrator usually with some input of request from the
user. It is often some derivative of your name. After typing your login id, you must press the
enter (return) key to tell the system you are done typing. The login software will then request a

password - often using a prompt similar to:
password:_

When you type the password, it will usually not display on the screen at all. This is a security
measure so that someone looking over your shoulder does not learn your password. The
password is case sensitive and must be typed exactly correct. This is difficult without being able
to see what you are typing, but you get used to it after a while. After you are done typing your

password, you must press the enter (return) key to tell the system that you are done typing.

Once the UNIX system has a login id and password pair (as typed by the user) it will
compare the login id/password pair to the list it has in its password file. On a cluster of UNIX
systems this checking is actually done by a computer dedicated completely to this task. If the
login id/password pair does not appear in its password file, it will give a message similar to
"Invalid Login". This tells you that either the login id was incorrect or the password was
incorrect or this login id/password pair is not appropriate for the UNIX machine you specified
when you made the software connection. You will then have to retype the login id and
password. Many systems enforce a timeout. If you take too long to type or have too many
incorrect login id/password pairs, the UNIX system will give up and break the connection to

your "terminal”.

If the login id/password combination was acceptable, you will be allowed into the
system. This process may take a little time depending on what has been setup in your account.
This setup may even take you into other applications as you go through the login process. Watch

the prompt to know what application is current. If you see a prompt other than those listed for



the UNIX shells, type "q" to quit (possibly with pressing the return key or without - depending
on the application). Once you see one of the shell prompts, the shell is waiting for you to give a

command to tell it what to do next.



Some basic commands

All of the commands listed here are things that need to be typed at a UNIX shell prompt. They

can be typed equally well at any of the UNIX shell prompts.

command

what it does

logout
or

exit

This command will close the login session which was started during the login
process. It tells the shell that you are done with it and it should terminate. This
command is quite different from just closing the telnet client application (even
though it appears to have very similar consequences. When the telnet client is
closed without telling the shell to terminate, the shell does eventually time out
because it has nobody to communicate with. But if you tell the shell directly

to terminate - it will run any tasks specified for during closing.

chfn

or

passwd -f

Will allow you to change the information about your account as it is recorded
in the UNIX system. If you use this command, it will ask you a series of
questions which you answer. Such as asking "what is your real name?" with
the statement "Real Name:". This will then allow other people to find out who
owns this account and allow people to find you electronically even if they only
know your real name. This command will change the password file which

keeps these records.

more fname

Will display the contents of the file named by the argument shown here as

fname.

Getting help

If you need to know more about the command available in the shell, there are several tools built

into UNIX which can help. These are commands typed at the UNIX shell prompt. The

command is in the courier font and any argument required is in the italicized courier font

and explained in the description.




command what it does

man cmd Displays the requested pages of the manual. It will tell how the command
named as the argument needs to be used, what options can be used with this
command, what you can expect to see when you use this command, and a
list of other related commands. This would be used if you know what the

command is, but can't remember the details.

man -k keywd Displays the list of commands which have the keyword named as the
argument in the description of that command. This would be used if you
have forgotten the exact name or spelling of the command you need, but
you can describe what you need to do.

learn Starts an interactive tutorial about UNIX. Read and follow the directions

on the screen. Type bye when you would like to return to the UNIX shell.

Home directory

When you first log into the UNIX system you are usually in your own home directory.
Each person has been assigned a space to be known as his home. The list which home
corresponds to which user is stored in the password file along with the list of connections
between login ids and passwords. The user's home may be shared with other users, but this very
rare -- usually each user has a unique home. The home is mainly special because it is usually the
only place where you can control the content. Once you log in, you can move to other
directories, but your home where you usually keep your own files. An analogy of a tree house

may be useful in understanding this further.

We call all of the things within a directory - the "children™ of that directory. Each
directory in this hierarchical structure can hold other directories and it can hold files. The other
directories are really explained in the tree house analogy above, but files are different. UNIX
does not actually store them differently, they are just marked to tell what type of an object it is.
The files in the analogy would be like the leaves on the trees. Each branch on the tree can have
other branches as its children and/or files as other children. There are then different types of files

that can be stored. Each file is really a series of bits (binary digits) and the type of the file is




really just saying how those bits can be interpreted to become something useful. Since each file
is really just a series of 1's and 0's, you must be careful how you interpret that data because if it is
interpreted incorrectly, it may cause unforeseen circumstances. The most common types of files
include executable files, ASCII text files, and application data files. (ASCII is an acronym for the
American Standard for Coded Information Interchange and An ASCII file is stored in a standard format
where each character is directly associated with a specific pattern of bits as determined by the ASCII
table).

If you have a data file which was created in Microsoft word, and you tried to interpret it as if it
was an ASCII file, UNIX would not stop you - it would just use that set of rules to interpret
something that was not meant to be interpreted according to those rules. It would most likely
look like pages of garbage characters and could even lock up your connection. The visual
operating systems tend to have more protection from doing something like this. The files are all
marked with the name of the appropriate application to view the file (you can still force it to be
interpreted another way, but it takes significant doing). In the UNIX system, it is up to the user

to keep track of the types of files.
Script command

For several of the early projects, it will be useful to be able to record what you have done
on the UNIX system. To do this you can use the command named Script. The script command
has nothing to do with writing "shell scripts” which we will look at later in the course. The word
"script” in this context is short of the word "transcript”. A transcript is kept in cases like a court
of law to keep track of what each person said and in what order. The script command will keep

a transcript of everything that you say to the computer and everything that the computer responds

to you - basically taking a picture of your screen as you do a list of tasks.

The script command must be called with an argument to tell the command where to
place the transcript. This argument must be the name for a file. If the file already exists, the
contents currently in that file will be completely replaced (this can not be undone). If the file

does not exist, the script command will create the file to hold the transcript.



You must remember to close the transcribing by typing the command exit after you have
done everything you would like placed into the current file. If you look at the contents of the file
while you are putting the transcript into that file, the output can get very messy looking so it is

not recommended.

For example, typing the series of commands (the text in bold) which give the responses

shown (shown not in bold) will create a file with the content shown in below.

what appears on the screen as you type the things in bold and the system displays
the non-bold

% script this. file

Script started, file is this.file
% Is

list of the files

% exit

script done, file is this.file

contents of the file named this.file

% script this.file

Script started on Wed Jun 13 14:42:12 2001
% Is

list of the files

% exit



script done on Wed Jun 13 14:43:42 2001

The file created by the script command is an ASCII text file and can then be displayed,

edited or printed.

UNIX file system/directory structure

Naming rules and directory commands

Default directory

When you first log in to the UNIX system, you are usually placed in your home directory. The
directory you are in at that time is called the current directory. So at the time right after you first log
into the system, the current directory is your home directory, but which directory is current can be

changed by you easily, but which directory is your home is controlled by the system administrator.

When naming a file as the argument for a command, the location of the file will be assumed to

be the current directory unless it is otherwise stated in that command line. For example
% more this.file

is the command to display the contents of the file named as the argument to the screen one screenful
at a time. The argument is shown in italics to show that you replace that argument with the name of
any file. When the name is given in this way, the file here shown as this.file, would be a child of

the current working directory. If you specify the location of the file, it appears before the actual

name, as shown when the directory structure was described.

There are many ways to indicate the name of the directory. One obvious distinction is between
the references which are absolute in contrast to the references which are relative. The notation

includes:



Looking at
the beginning
of the
complete
filename...

It means ...

Example...

If there is a /
(slash) at the

Start at the
root directory

/this/that/my.file

beginni th th .
eginning. glaghes c;ﬂg go to the root, and then to t_he root's child named this,
the beginning and then to the child of this named that and then to
are delimiters) the child of that named my.file
If there is a . Start at the Jthat/my file
(period) at the current
beginning, \é\:?;lét'gg go to the current directory, and then to the current
y directory's child named that and then to the child of
that named my.file
If there is a .. Start at the .[this/that/my.file
(period, directory
period) at the which is - the go to the parent of the current directory, and then to
beginning, parent of the L . .
current the_parents child named thIS, and then to the child of
directory this named that and then to the child of that
named my.file
If there is a ~ Start at your

(tilde) at the

own home

~/this/that/my.file

beginning with directory go to the home of the user who typed this name, and

no name o .

following it, then that ho_mes child named this, and then to the
child of this named that and then to the child of
that named my.file

If there is a ~ Start at the

(tilde) at the
beginning with
a name
following it,

home of the
user ID given
by the name
indicated

~jplane/this/that/my.file

go to the home of the user jplane this name, and
then that home's child named this, and then to the
child of this named that and then to the child of
that named my.file

If there is
nothing
indicating the
directory
(notice no /, .,
., or ~ at the
beginning)

Start at the
current
working
directory

this/that/my.file

go to the current directory, and then to the current
directory's child named this, and then to the child of
this named that, and then to the child of that
named my.file




These notations can also be mixed in other ways such as

~jplane/../this/my.file

which would mean go to the home of the user whose login id isjplane, then to that home's parent,
then to that parent's child named this (which would actually be a sibling to the home of jplane)

and then to the child of this named my.file.

It is easy to look at these names similar to a name of a person. If you are familiar with a person
who is in the current room (so that there would be no ambiguity), you may just refer to that person
by his/her first name. For example: "Mike is leaving now." This would only be possible if you
were referring to the one and only Mike currently in the room (or for connection to UNIX - in the
current working directory). If there was more than one Mike to whom you could be referring you
may need to give more information about to which Mike you are referring. We do often do this with
people by using a last name, but that could also be ambiguous since there could be two people with
both the same first and last names. Since names have to be unique within a location (directory), we
can instead refer to that person by where he lives. "Mike, who lives in Butare, is leaving now" and
"Mike, who lives in College Park, is leaving now" would refer to two different Mikes based on

where they live.

Notice that the name of a directory can be followed by a slash delimiter. The name of a file is
always only at the end (and can't be followed by a slash). This shows that directories can have
children while files can not. It also shows that a child can be either a file or a directory (often
referred to as a "subdirectory" since it is a portion of the parent directory). The name of a directory

or a file must be unique - a parent can not have two children which both have the same name.

The characters of the file/directory name are case sensitive (upper and lower case are distinct).
The characters used in a filename are usually the uppercase letters (A’ - 'Z'), lowercase letters (‘a' -
'2"), the numeric characters ('0' - '9"), and the period (."). All other characters except the forward
slash (/") are allowed, but we often restrict to only these because several of the other characters have
meta-meanings (described further a little later on). A meta-meaning indicates that it has a meaning

to the shell which is beyond just being that character.



The period is one example of a meta-character when it appears as the first character of the actual

file/directory name. | use the term actual name to indicate this name does not include a location. A

file or directory named .that.one is completely legal (notice the period which appears as the first

character) and it completely distinct from a file/directory named that.one (which has no period at

the beginning). The period as the first character of the file/directory name indicates that the file

should be considered "hidden". A hidden file/directory is just like a non-hidden file except that
when you request a listing of the current directory by using the IS command, the shell will assume

you do not want to see the "hidden" children. The files/directories that are hidden are often used for

setup or automatic files that the user should not need to see or change on a regular basis. In order

to see the hidden children listed along with the non-hidden, you would need to add the -a option to

the IS command (-a stands for “all").

When you give the IS command without any options or arguments, the non-hidden children of

the current working directory are listed. Since they are all children, there is no distinction made by

the shell to tell which are files and which are directories. In order to have the shell indicate which

of the children are files and which are directories, you would use the -F option with the IS

command. The -F option will cause the names of the children which are directories to be marked

by a slash after the name in the listing. The regular files will have no markings after the name. If
the file is an executable file, it will be marked by a asterisk (*) after the name. There is one other

marking that will be introduced later.

When you give the IS command with an argument, that argument is usually used to indicate the

directory for which you would like to see the listing. You would need to give this argument if you

would like to see the listing of any directory other than the current working directory. For example,

if you give the command IS /this/that (where that names a directory) you would be
requesting to see the listing of the directory that which is a child of thiS which is a child of the root

directory. That directories children would then be listed. The IS command though also allows you
to give an argument which is the name of a file rather than the name of a directory. For example, if

you give the command IS that.file (where that.file names a file) it will list the file named
that.file if it exists as a child of the current working directory, and it will list nothing if there is no

file named that.file in the current working directory. Notice, it will not list the contents of the file,



its purpose is to list the contents of a directory. The MOIe command would be used to list the

contents of a file, but can not be used to list the contents of a directory.

other commands for the directory structure

_cd = change directory__

The cd command is used to move to a different directory - in other words to change which

directory is the current working directory (or default directory). The ¢d command is usually used

with a single argument which names the destination directory (the type of the argument (if
specified) must be the name of a directory which already exists. If you give no argument, the
default value is your own home directory. If you give an argument which is not the name of a

directory that exists, you will receive an error message and no change in directory will take place.

pwd = print working directory__

The de command is used to have the shell tell you which directory is current. It will display the

full name of that directory. The full name includes the ancestry from the root directory all of the
way to the name of the actual current directory. Since the names of children are unique to a

directory, this path from the root gives a unique identity for the directory being named.

MOre = display the contents of a file

The MOre command is used to display the contents of a file to the screen. It will display the file

one screenful at a time giving you the chance to read it before it scrolls off the screen. It will
interpret the file according to the rules of ASCII, so if the file was intended to be interpreted that
way it will display the characters in a readable format. If the file was not intended to be
interpreted according to the rules of ASCII, those rules will be used to interpret the file anyway
and you will most likely see a lot of garbage characters that and will not be able to read the
contents of that file. When you give the command to more a file, the first page of the file will be
displayed, a prompt will appear in the bottom left corner to let you know you are using more to
display the file, and you will be placed into a different environment which has its own set of

commands.



A closely related command is the Iess command. It has approximately the same purpose, but

was designed later and so has some additional features. Many UNIX systems have both of these

available.

I'm = remove (delete)

The 'm command is used to delete a file from the directory structure. The argument to this

command should specify the name of the file you want to remove (either using a relative or an
absolute method of reference). The file named will be removed. This is a permanent removal and
should be done with care because once a file is removed it is gone and its current version can not
be recovered (unlike Windows or Macintosh which move a deleted file to the trash can or

recycling bin from where it can be recovered).
CP = copy (duplicate)

The CP command is used to duplicate the contents of a file. The C0 command requires 2

arguments: the first one tells what is being copied (the source) and the second tells to where it is
being copied (the destination). If the second argument is the name of a file that already exists, the
old file will have its contents replaced by the contents named as the source in the copy. If the
second argument is the name of a file that does not already exist, the file will be created. If the
second argument is the name directory that already exists, the file's name is assumed to be the
same as the name of the source file and the effects of replacing or creating the file takes place the

same as if the file name was specified.

MV = move (change location)

The MV command is used to move the contents of a file. The MV command requires 2

arguments: the first one tells what is being moved (the source) and the second tells to where it is

being moved (the destination). The rule for replacing or creating files is the same as described

above for the C[0 command.



mKkdir = make directory

The mKdir command is used to create a new, empty directory. The argument given to this

command must be the name of the directory you would like to create. Remember that names
within any directory must be unique so do not use a name that already exists. You can give the

name using any absolute or relative naming method shown earlier.

rmdir = remove directory

The rmdir command is used to remove an already empty directory. The argument given to this

command must name a directory that already exists. You can give the name using any absolute or
relative naming method shown earlier. A couple of restrictions on using this command include the
directory named can not be the current working directory at the time you give the command to

remove that directory, and the directory named can not have any children (no files or directories)

besides the two default listings which are named "." (dot to represent the current directory) and

.." (dot-dot to represent the parent of the current directory) .

Meta-Characters

Several of the characters when used on the command line have a meta-meaning. This means

they have another meaning beyond being that character itself. For example (as discussed above), the

tilde "~" character will mean "the home of" as shown for naming files. You may want to have a file

whose name is actually ""'thIS", but because the tilde will be assumed to mean "the home of" - it

can't be done without special notation. The alphabetic characters shown in this name are fine as

they are because they do not have a meta-meaning on the shell. All characters are allowed to be
within a file or directory name except the forward slash / -- it is just more difficult to deal with

the ones that also have meta-meanings so we usually stick to the alphanumeric characters and the

period to be within file and directory names.

Several other characters also take on a meaning beyond the meaning of that character

itself. The most common of these are called the "wildcards". These characters are free and can



stand in place for any other character needed with the individual meanings described below. These

characters are useful for example when you remember part of the name of the file or directory, but

you do not remember the whole name. You can give the parts you remember and then put the

appropriate wildcard(s) in to replace the parts you do not remember.

wildcard

It means ...

Examples

?

(the  question

mark)

replaces any
one character at
the point where
the guestion

mark appears

a?b a child of the current directory whose name

starts with "a" and ends with "b" and has one and

only one character between

27?7 a child of the current directory whose name is

exactly three characters long (no more and no less)

/a?? a child of the root directory whose name is

exactly three characters long (no more and no less)

and the first is an "a"

(the star or

asterisk)

replaces zero or
more characters
at the point
where the star

appears

a*b a child of the current directory whose name

starts with "a" and ends with "b" and has zero or

more characters between

*X a child of the current directory whose name

ends in "x" (we know nothing else about that name)

[*a* a child of the root directory whose name

contains at least one "a" (we know nothing else

about that name)

[l

(the square
brackets)

replaces any
one character at
that point but
only by one of
the  characters
listed between

the square

a[xyz]b a child of the current directory whose

name starts with "a" and ends with "b" and either an

"x" ora"y" ora"z" between

[abc]x a child of the current directory whose

name is exactly two characters long, ends in "x" and




brackets (a list
without space or
comma

delimiters is
used to indicate
choices and the
dash can be
used to indicate
a range

according to the

has either an "a" or a "b" or a "'c" before the x

/[a-Z][A-Z] a child of the root directory whose

name is exactly two characters long where the first
is a lowercase alphabetic character and the second
character is one of the uppercase alphabetic

characters

/[ac-eg][1-5] a child of the root directory whose

name is exactly two characters long where the first

{}

(the

braces)

curly

ASCII table) is either an "a" or a "c" or a "d" or an "e" or a "g"
and the second character is either a "1" or a "2" or a
"3"ora"4"ora"5"

inserts any a{xxx,yyy}b a child of the current directory

string specified
within the
braces at that
point  (where
the individual
strings in the
list are
separated by

commas)

whose name starts with "a" and ends with "b" and

has either "xxx" or a "yyy" between

{f1,92}X a child of the current directory whose

name is exactly three characters long, ends in "Xx"

and has either an "f1" or a "g2" before the x

/{bob,dan}{f1,d2}a child of the root directory
whose name has either "bob" or "dan" as the first
three characters and either "f1" or "d2" as the last

two characters

You can also mix the wildcards with in the name. For example, if you would like to specify a file

in the current working directory whose name starts with an "d" and is followed by a numeric

character and ends in the word "bob" or the word “fred" would be indicated by a[O-

9]{bob,fred}




Quoting to prevent interpretation of meta-characters

If you would like to have a file or directory name that contains a character that has a meta-
meaning, you need to prevent the shell from interpreting that file with its alternative meaning (in
other words, to take the character as just that character itself). There are several ways to do this.
This act of preventing the interpretation of the character's meta-meaning is called "quoting” - to
guote means to take the characters literally. One way to quote put quotation marks around the string
of characters to be taken literally. These can either be single quotes (also called apostrophes) or
double quotes (also called quotation marks). The single and double quotes are different in some
cases, but we'll get to that when talking about shell variables. The other way to quote is to put a
backslash directly in front of the one character you would like quoted. The single and double quotes
must be used in pairs one beginning the area to be quoted and the other ending that area. The

backslash does not get used as a pair - rather just one immediately before the character to be quoted.

For example (assuming the names that start with a d are directories and the things that start with f

are files):
0 more displays the contents of the file named THHE™ which is a child of the
current directory
Ilfl Ie*ll
0 more displays the contents of the file named THHE™ which is a child of the
current directory
file*'
0 more displays the contents of the file named THHE™ which is a child of the

current directory

file\*

% more a\?a displays the contents of the file named @7@ which is a child of the
current directory
% more f)\f)f) displays the contents of all files whose names are exactly three

characters long where the middle character is a question mark - note
the first and last question marks are not quoted

% more displays the contents of all files whose names have a star as the second
character and a question mark as the third character - note the first

?\*\?* question mark and the last star are not quoted




Using the Is command with arguments

When the |S command is used, its argument can be a directory name or a file name. If the

argument is a directory, the content of that directory is listed, but if the argument is a file, the name

of that file is listed (if is exists). This is useful when you want to see what children the named

directory has. Itis useful to give a filename as the argument to the |S command when the list of the

whole directory is very long. It is usually more useful with wildcards because usually if you already

know the full name, you can easily find it in the alphabetized list presented by the |S command.

For example (assuming the names that start with a d are directories and the things that start with f

are files):

% Is dirl

lists the contents of the directory named dlrl which is a child of
the current directory

% Is /dir2

lists the contents of the directory named d|r2 which is a child of
the root directory

% Is filel

lists the name of the file named TIl€1 if it exists or nothing if it
does not exist in the current working directory

% Is dirl/file2

lists the name of the file named f|Ie2 if it exists or nothing if it
does not exist in the directory named dirl which is a child of the
current working directory

% Is dirl/f*2

lists the names of the files whose names start with an f and end with

a 2 who are children of the directory named dlrl which is a child
of the current directory

% Is d*2

lists the names of the children of the directories whose names begin

with a d and end with a 2 which are children of the current working
directory

The above examples assume that files are named starting with f and directories are named

starting with d", but this is not a realistic. If there are both files and directories which are children

of the current directory whose names start with an "[T", and you give the command

% Is m*




it will list first the names of the files that match the criteria in the current directory, but then it will
also list the contents of any directories whose names start with "IT1" which are children of the

current directory. This means you are getting both the list of children of the current directory that

match the criteria as well as the listing of all grandchildren where their parent matches the criteria.

To prevent the argument from being treated as a directory (and just see the listing of the

children, not the grandchildren, you can use the -d option on the Is command.

File/directory access permissions

Is - command

The access permissions for each file and directory can be displayed by using the -| option

of the IS command. Like the other uses of the IS command, the content of the current or named

directory is listed to the screen. This output is different from the Is command without an option
because much more information is given about each of the things in the list. The information that is

usually displayed includes:

type

permissions

number of links

owner's id

group name (on some machines)
size in bytes

modification date and time

O N o g ~ wDd e

name

The output looks similar to the following



% Is I
drwx--x--x 2 jplane cmscl06 512 Jan 22 08:46 106
-rwxr-xr-x 1 jplane students 512 Mar 14 21:19 a.calling

-rw-r--r-- 1 jplane research 1024 Apr 27 23:07 exam2.answers

1. The type is indicated by a single letter. The "d" indicates that the item displayed on that line
is a directory. The "-" indicates that it is a regular file. Other things that could appear include

a"l" to indicate a symbolic link (described later in this file) or a "s" to indicate a socket.

2. The permissions is indicated by a sequence of 9 characters. The 9 characters are actually 3
groups of permissions where each permission is for one part of the community and each
community needs three characters to represent its permissions. The first set of 3 characters
tells the permissions of the owner of the item (also called the "user"). The second set of three
represents the permissions of the group with which this file is associated. The third set tells
the permissions associated with the rest of the people who have access to this computer
(called either the "world" or the "others"). W.ithin each of these sets there are three
characters. The first character tells if that portion of the community has read permissions, the
second tells if they have write permissions and the third tells if they have execute permission.
For each of these characters, if that group has that permission, the appropriate character (r, w

or X) will be shown. If they do not have that permission, it will be shown as a dash.

3. The number of links is indicated by a positive integer. For files it tells how many other ways
there are to get to this file (if there are alternative names possibly in other parts of the

directory structure.

4. The owner'sid tells the login id of the person who owns the item. This usually indicates the

person who created the item, but can be changed after the item has already been created by

using the chown command.




5. The group name tells the name of the group with which the item is associated. When a user

creates something, it is associated with his default group, but it can be changed by using the

chgrp command or the CNOWN command.

6. The size in bytes tells the size of the file in bytes.

7. The modification date and time tells the last modification date and time. If it has been over a

year since the last modification, the time is replaced by the year.

8. The name is the same as what you would have seen if you had just done a regular |S without

the -| option.
chmod command

The ChMOd command is used to change the permissions. You can only use this
command to change the permissions on something you own. The word ChmOd stands for

"change mode"”, and it allows you to set any of the 9 permission characters shown in the |S -|

output. The command is usually used with 2 arguments. The first argument tells how you would
like the permissions changed and the second tells what file or directory you would like to change the
permissions of. The name of the file or directory can have wildcards and refer to a whole list of files
and or directories or it can just be the name of a single file or directory. The specification of the
permissions can be done two different ways. One way is called absolute because it specifies
explicitly what all of the permission characters should be, and the other way is called relative
because it can be used to change some of the permissions but not all - the result is then relative to

what the permissions were before the command was given.
The absolute change method is why it is important to understand conversions between
different bases of numbers. This first argument to the chmod command needs to be a series of

three octal digits. Each of these octal digits tells the permissions for one group of people.

Remember the permissions section of the |S -| command told the access for the user, the group and



the rest of the world (in that order). The 9 permission characters can be viewed as 9 distinct bits

where each bit is either turned on or off. So a series of 9 binary digits can be converted to a series of

3 octal digits by the method above. The following table shows the process for converting the desired

permissions to their corresponding octal digits.

Permissions Owner/user Group World/Other Command to
achieve those
Desired on permissions permissions permissions permissions
the file
this.file
FWXrW-r-- rwx = 111 = rw- = 110 = r--=100=4 % chmod 764
7 6 this.file
r-Xr----- r-x=101=5 -x=001=1 --=000=0 % chmod 510
this.file
rW-rw-rw- rw- = 110 = rw- = 110 = rw-=110=6 % chmod 666
6 6 this.file

The relative change method uses three distinct parts within the one argument that specifies

the permissions. All three parts must be within the first argument. This means there can be no

spaces since a space would indicate the end of that argument. The first part tells whose permission

will be changed, the second part tells if you are adding, subtracting or setting those permissions; the

third part tells if you are changing the read, write or execute permission. The values available for

the three parts are shown in the table below.

Whose permission are

How they are changing

Which  permission

for

changing that group is changing

u isuser or owner + is add these permissions r isread permission

g isgroup - is remove these W is write permission
permissions

o isother or world

= s set these permissions

X

is execute permission

a isall




In the following table assume the left column tells the command used to change the permissions of
the file named this.file and the right column tells what the permissions would become. Any
permissions that are not dependant on what the permissions were before the command were given

are shown as question mark "?" because they would be the same as they were before the command.

Command to change permissions What the permissions become
% chmod u+x this.file 29X2?727?

% chmod o-rwx this.file 229797

% chmod a+r this.file r2?2r2?2r??

% chmod g+rwx this.file 222rwx???

% chmod u=rw this.file rw-??7?2?

% chmod go=rx this.file 2??r-Xr-x

When these permissions are applied to a file, each one means the ability to do some specific
task to that file. The read permission means you have the ability to display (or read) the contents of
that file. The write permission means you can modify the contents of that file. The execute
permission means that you can use that file as a command, and thus, run (or execute) the file. In
order to access any file though, you do need to have permission to access the appropriate

permissions to the directory in which the file is located.

When these permissions are applied to a directory, they have slightly different meanings.
The read permission means that you can list the contents of that directory - such as doing and |S of

that directory or using anything else that would tell you the names of that directory's children. The
write permission means that you can modify the contents of that directory - such as deleting a file

that is in the directory or creating a new file that would be in the directory. The execute permissions
are the most different; this means that you can go into that directory -such as doing a Cd into that

directory or using the files or subdirectories in that directory.

Notice, that this combination of levels means that in order to display the contents of a file
named file.1 that is in a directory named dir.1, you would need to have execute permissions on the

directory named dir.1 and read permissions on the file named file.1.



creating additional links and symbolic links

The link number (shown as the third piece of information from the left in the |S -| output)

tells how many different names correspond to that file. In other words it is 1 when you create a file
because it has only the name you gave it at the time of creation, but you can then create alternative
names that refer to the same space in memory. Remember a file is just a sequence of bits which is
stored somewhere in the computer's memory - the name is just the connection of how to get to that

place (translates to that space's address). If two files both have a 2 as their link number when you do

an |S -| command, you can not assume that they are alternative names for each other. All you can

know from this information is that each has an alternative name somewhere.

To know if they are indeed links to the same exact space in memory (the same file space)

you would need know see something that tells you more about the address the names each translate

to. This is called the i-node number. To see the i-node number, use the -i option of the |S

command.
shell command and output what the output means
% Is - The two names thiS.file and Other.file do

refer to the same space in memory.

122754 this.file

The two name that. file refers to a different space.

132321 that.file

122754 other.file

If you look at all three files using the more command for example, they could have the same

content for example. If the content of thatfl Ie is modified, the other two will not change, but if

the content of th1S.Fil€ is modified, the content of Other.file will be modified in exactly the

same way.




Graphically this information can be viewed as:

When ever you create a file using the copy command or by using any tool or application, a
first link is created to the space in memory where that information is stored. It is given a unique i-

node number to indicate the space in which that file is stored in memory. There are two options for
creating alternate names - both of these options use the In command to create the second link to an

already allocated space. The two options are called a hard link and a soft (or symbolic) link.

The number of hard links is indicated by the link number shown in the |S -| command.
The hard links are created by using the In command without any options. The arguments to the

In command, like the arguments to the Cp command, are a "from where" and a "to where"

sequence. The "from where" must be a file that already exists and the "to where" is what will come
into existence. If the "to where" already exists, its contents will most likely be lost. The new link
created is an alternative name for the file named as the first argument. These two links can be in the
same directory, but don't need to be. These two links have the same access to the space in memory -

either can be used equally well, and using either takes you to that same space in memory.



The number of soft (or symbolic) links is not indicated by the link number in the output of

the |S -| command. That is because a symbolic link does not have the same standing or access to

the file. It will appear in many cases to be an alternative name to the same space, but it is more like

a "nickname" rather than a second official name. The symbolic link is made by using the In -S

command. With this command, the first argument is a file or a directory that already exists and the

second is the "nickname" by which you would like to refer to that space. Symbolic links were first

only a part of Berkeley variations of UNIX, but has become more common in other variations as

well.

The differences between the hard and symbolic links are shown in the table below:

Hard Link Characteristics

Symbolic Link Characteristics

To create one:

% In old.file

new.name

% In -s oldfile

new.name

Access:

removing either link is fine
(with the T'M  command)

because the space in memory
will be available through the

other link

removing the original actual link
will make the "nickname™ or
symbolic link unusable because the
system needs to translate the
"nickname™ to a real name in order
to find the appropriate space in

memory

Is -1 output

the number of symbolic links is
shown by the link number, but
there is no way with the Is -I
output to tell what two
filenames refer to the same

space

the type of item (first character of

the |S -| output line) is an | for a

symbolic link

the file name (on the far right side)
connects this nickname to its actual

name

Is -i output

the i-node number will be the
same for two names that are

actually hard links to the same

the i-node numbers will be different
since the actual name's i-node

number tells where the file space




space

itself is located and the symbolic
link's i-node number give directions
on how to translate to the actual

hard link's name

symbolic links between directories are also possible hard links are not

When a symbolic link is created for a directory, it will act like a slide (when you get on the

top end of the slide, you are immediately taken to the bottom end of the slide). When you go into

what appears to be the child of a directory, you could actually get into a completely different part of

the tree. This is often used when a directory you want to use frequently is many levels down in the

tree, but you don't want to type its complete name on a regular basis. You can create a symbolic

link so that the directory that is many levels down in actuality appears as if it is a child of the current

working directory. If you want to find out what directory is current, there is two different

commands which will give different results if there are symbolically linked directories involved.

% pwd

will tell you the hard link name (path) to

the space you are in

% echo $cwd

will tell the symbolic name (path)

Vi Intro

The application named Vi is a visual text editor. The "visual" part of the name says that it

is screen based and you can see what you are editing as you edit - this is in contrast to a "stream

editor” which allows you to give commands to modify a file, but that file is not displayed and the

editing is not interactive. The "text editor” part of the description says that its purpose is to allow

the modification of ASCII text files. It will interpret any file it is given according to the rules of

ASCII, and any file it saves will be saved according to the rules of ASCII. This is particularly




useful because many of the applications (such as more also interpret files according to the rules
of ASCII).

Once you start the Vi editor, you are in a different environment. There are different

commands and the commands are given in a different way. You will remain in the Vi
environment then until you leave - usually to go back to the shell from where you came. It is
important to remember that the environment is completely different so even if the command is
the same, it could have a completely different meaning and the same task may have to be done

with a different command.

The Vi editor was developed very early in the life of UNIX. It is a very old application
which explains some of its features. The first design feature that is obvious when using Vi is the

use of "modes of operation”. The designers of Vi needed to make it possible for people to give
commands and to type the document using the same input device. Many applications now use
different input devices for input of the text and input of commands. The use of the pull-down
menus and the use of mice have separated the commands from the text. The concept of pull-
down menus and the mouse input device did not yet exist. In addition, the people developing Vi
also had to be ale to allow many types of terminals, and these terminals did not all have the
same keys available. They had to find a method that allowed people to both give commands and
to type the document using the same small subset of the keys on the keyboard. The way they did
this was to have the software interpret the keys pressed differently depending on the current

mode of operation.

3 Modes of Operation

insert what you type is put into the work

buffer as the characters typed

command | characters you type are taken as commands and immediately acted upon or taken
as a indicator of a command that needs to follow immediately - you do not see
these characters appearing on the screen, you only see the results




lastline characters you type appear on the command line until you press the <enter> key

to tell the command to take place or the <esc> key to tell it not to take place

Moving Between Modes

command mode --> lastline

mode

type a : to move the cursor to the last line

several of the lastline commands will assume the :

even if it is not explicitly typed

lastline mode --> command

press the <enter> to have the command currently

mode appearing on the last line execute and then go to command
mode
several machines will allow you to press <e€SC> to
return to command mode without executing the command
insert mode  --> command press <esc>
mode

command mode --> insert

mode

I - insert before the current position of the cursor

a - append after the current position of the cursor

| - insert before the current line

A - append after the current line

O - open a new line above the current line

0 - open a new line below the current line

Using the vi editor




The most common way to start the Vi editor is to us a command like: % vi filename

which tells the utility to create a temporary buffer for you to edit. The buffer will be associated
with the file named as the argument, but it is not the same as that file. If the file already exists,
its current contents will be displayed on the screen, and if the file did not exist, a file will be
created as a copy of the buffer when the buffer is saved. If the file did not contain enough lines
to completely fill the screen or if the buffer is not associated with a file that already exists, you
will likely see a column of tilde characters on the far left side of the screen. These tildes are
there to allow you to distinguish between lines which are in the buffer but blank and lines which

are not in the buffer at all. The file is displayed as an interpretation of the data in the ASCII file
> using open mode ------ > terminal type was most

likely set incorrectly - it is assuming a "dumb

terminal”

> column of tilde's to show the empty file

Commands for Leaving vi

:q quit if no changes were made to the
buffer

:q! quit without saving changes that were
made

‘W(Q write the file (save it) and then quit

27 write the file (save it) and then quit




Moving the Cursor one character at a time

h move cursor left
j move cursor down
k move cursor up

move cursor right

> Arrow keys often work, but are terminal dependant

Deleting

X delete the one character at the cursor
dd delete the one current line

dw delete to the end of the current word
J delete the current end-of-line marker

(Join two lines)

Replacing text that appears in the buffer

Replace the from the cursor until the <esc> is pressed

replace one character then goes back into command mode

automatically

different ways to start the editor




% vi filename Open a buffer associated with the file named.
% view filename Open in "read only" format

% Vi -R filename Open in "read only" format

% vi -r filename Open by recovering buffer

% Vi Open without a file associated with this buffer

different ways to save

Save buffer into the file associated with the buffer

W

:w filename Save the buffer into the file named as the
argument

:w! filename Save the buffer into the file named as the

argument

:w >> filename

Append the contents of the buffer to the end of the

file named filename

:address w filename

Save only the lines indicated by the address into
the file named as the argument

* address can be added to any of the above

in the same way

addressing examples

72 just line 72 ;72w this
5,10 lines 5 thru 10 inclusive :5,10w that
1,. lines 1 thru current inclusive :1,.w top

W12 lines current thru 72 inclusive | :.,72w middle




.3 lines current thru end inclusive | :.,$w bottom

1% lines 1 thru end inclusive | :1,$w all
(default for w)
same as :w all
.. +9 lines current thru 10 after | :.,.+9w ten.lines

current

> AGor:f  displays current file information and current line number

multiplier used with cursor movement commands

Since the single cursor movement commands (h, j, k, I) move the cursor one character or line in
the direction indicated, the multiplier can be used to move the cursor multiple character or lines
in the same direction. To use a multiplier, all you need to do is to type an integer before the
command. Since these are command mode commands, you will not see the integer or the
command on the screen so be careful to type the correct number. For example, it is easy to type a
77] rather than a 7j, but they have very different results.

For example
* 5h moves the cursor 5 to the left the same as hhhhh

*3j moves the cursor down 3 lines the same as jjj

multiplier used with delete commands

When the multiplier is used with delete commands it is done the same way as when a multiplier
is used with movement commands. Just type the integer before the command. (Remember you

won't see the number or the command on the screen only the effect of the command.)




Since the command "x" deletes the one character the cursor is on, 5x deletes that one character
and the 4 that follow it. This is almost the same as "xxxxx". Here the 'almost' is important
because the 5x is considered one command. Since the "undo” command undoes the one last
command that made a change, the "xxxxx" and the "5x" are not completely the same. With the
"bx" command, the undo will bring all five deletions back. If those same five characters had been
deleted with the "xxxxx™ instead, the undo would only be able to bring the last one character

back - it would not be able to bring all five back.

Since the command "dd" deletes the one current line, the "4dd" deletes the current and the 3 that
follow it. It is almost the same as using the "dd" command 4 individual times (8 d's in a row), but
the "4dd" is also considered one change to the buffer and would be able to be undone while the 4
pairs of dd's would be considered 4 changes to the buffer and only the last one would be
undoable. Also if you were intending to move these 4 lines to another location in the buffer, the
4dd would allow you to delete and then paste as one unit while the 4 separate dd's would each
replace the previous in the pasting buffer so you would only have the last one line to bring back

with the "put" command.

Some commands do not work (or even make sence) with a multiplier. For example, the
command "D" deletes from the current position in the line to the end of the current line. It would
make no sence to be able to delete that same text more than once, so its operation can't be

modifiedy with the use of a multiplier.

Scopes in larger units used for movement, deletion, etc.

w,W beginning of next word

beginning of current word or previous word
0B If you are already at the beginning of the current word, it will refer to the beginning of the
’ immediately previous word. If you are not at the beginning of the current word, it will refer

to the beginning of the current word.



e, E |end of current word or next word
(,) |beginning and end of sentence
{,} |beginning and end of paragraph
A, '$ |beginning and end of line

the corresponding partner
If you are on a character that has a clear corresponding partner, such as (,),[,].{ or }, using

the percent sign will move the partner

These scopes can be used to move the cursor or with commands such as "d" which need a scope.
These have the same meaning in both of these situations. The upper vs. lower case letters (for
example b and B) are different in that the capital letter refers to words that are space delimited,

but the lower case refers to words that are delimited by a change in the type of character.

Other Cursor Movement Commands

Move the cursor to the High or Low on the screen - meaning the top or the bottom of the

screen

G or Move the cursor to end of work buffer (the :$ version can not be used other than for

$ movement)

4G When the # is replaced by an integer, the cursor will move to the line number indicated by
or
the integer typed in place of the # (the :# version can not be used other than for

movement)

examples:

The "dW" will deletes to the beginning of the next space delimited word.



The "{" just moves the cursor to the beginning of the current paragraph if you are not already
there at the beginning of the current paragraph. If you are already at the beginning of the current

paragraph, it will move the cursor to the beginning of the immediately previous paragraph.

The "d™" command will delete to the beginning of the current line. Here notice the caret """
actually is the character shown. We also use the ” to indicate the control combination with a

character. In this case, you will actually type the caret character.

The "de" command deletes to the end of the current word if you are not already there. If you are

already at after the end of the current word, it will delete to the end of the next word.

Using the change command with different scopes

The change command can also be used with these same scopes. The command is c, and it is
followed with any of the same scopes as described for movement and as the scope of the d
command. When using the change command, you will be able to replace what is already in the
buffer with the new characters you type. Unlike the R (which also replaces), the change
command is not character for character. You will say the unit you want to replace, and you can
replace it with any number of characters, but the only thing that will be removed from the current
buffer is the unit specified by the scope portion of the change command. Usually, a dollar sign
will appear to indicate the end of the scope and the cursor will be placed at the beginning of the
scope. If the dollar sign method is not used, the text is usually deleted at the time you give the

change commmand, and you will then type the new text.

For example, the cW command will allow you to remove to the beginning of the next space
delimited word and then replace it until you press the key. Any length of text can be typed in

place of that word, it does not need to be a one word for one word replacement.

The c¢) command (the change command with a close parenthsis as its scope) will allow you to
change from the current position of the cursor to the end of the current sentence and then replace

it until you press <esc>



Like the delete command, the change command uses the character twice to indicate the scope is

the current line. The command cc will allow you to replace the contents of the current line.

Some more ""Movement Only" commands

These cursor movement commands use the Control combination method. These commands must
be given when you are in command mode. The control means that the Control key is pressed in
combination (not sequence) with the letter indicated. Control combinations are usually written
using upper case letters, but the combination is only the control with the letter - the shift is not
necessary. | refer to these as "movement only commands™ because they are not used as the scope

of another command like most of the movement commands discussed before.

D |control-d |"Down" : moves the cursor down one half screen
AU [control-u "Up™: moves the cursor up one half screen
B |control-d |"Backward": moves the cursor back one full screen

D |control-d |"Forward": moves the cursor forward one full screen

Yanking also using the scopes

Yank is very much like delete in that it puts a copy of text "yanked" into a pasting buffer for later
use. To yank a region, you will use the y command in the same way as you have used the d
command before. The difference between delete and yank is that the yank command makes no

change in the current work buffer. It only places a copy of the region into the pasting buffer.

The command yW will "yank™ from the current position of the cursor to the beginning of the
next space delimited word. This means it will put that Word into the pasting buffer, but it will

not modify the current work buffer.



The command y} will put a copy of all text between the current point of the cursor and the end of

the current paragraph into the pasting buffer

Like the dd and cc command which double the command letter to indicate the scope of one line,
the command yy will put a copy of the current line into the pasting buffer without modifying the

contents of the current work buffer.

pasting

Every time a delete or yank is done, the contents of the "general purpose pasting buffer” changes
to contain the text that was deleted or yanked. The "general purpose pasting buffer" changes size
in order to contain any unit from a single character to many paragraphs. The commands to paste
are P and p. The capital P will paste from the pasting buffer before the current position of the
cursor. The lowercase p will paste the text from teh pasting buffer after the current position of

the cursor.

Using ""named buffers"

Besides the one "general purpose pasting buffer”, you actually have access to 26 other pasting
buffers. These 26 are named by the 26 lowercase letters of the alphabet. You indicate which by
using a " (quote) followed by a lower case alphabetic character. These named pasting buffers can
be used with either delete or yank to put information into them or with paste to get the
information out again. You can't just see the contents of these buffers at any time except by

pasting from that pasting buffer into the work buffer.

All of the pasting buffers are only maintained within the current vi session. In other words, if you
quit the session and then come back in or if you in any way start a separate session, the content

of these named pasting buffers and the general purpose pasting buffer are lost.



Examples of using a named buffer

"fdd

"ky}

"mp

This command deletes the current line from the work buffer and places a copy of the line
deleted into the f pasting buffer often in addition to the general purpose pasting buffer.
Some implementations modify the general purpose pasting buffer when a named pasting

buffer is used, others do not.

This command does not change the work buffer, but puts a copy of the text to the end of

the current paragraph into the k pasting buffer.

This command puts the text from the m pasting buffer into the work buffer after the

current position of the cursor.

This command yanks the current line and the 5 that follow it and puts all of the 6 lines of

Y text into the pasting buffer named y.

Searching in vi

/string

?string

command to search forward from point of cursor looking for the next occurrence of the

text indicated by the string

command to search backward from point of cursor looking for the next occurrence of the

text indicated by the string

Meta-characters:

\<

\>

AN

$

beginning of word

end of word

beginning of line

end of line



wildcard for 1 character
[1 toselectclass of characters
*  multiplies character before it
> Examples of meta characters
/b.*0 b followed by any number of characters and then an o
N\<of\> the whole word of will not match to off

[[srd]$ matches to s, r or d at the end of a line

Moving to the ""next" after a Search

After a search has been done, if you have found one occurrence, but it is not the one you hoped
to find, you can repeat the search without having to repeat the typing of the search string. The
commands to do this are n and N. They are different only in the direction in which the search
will continue. The n will continue in the same direction as the original search request while the N
will be in the opposite direction. For example if the original search was done with the / command
indicating a forward search, the n will continue forward in the document while the N go
backward. But, if the original search was done with the ? command indicating a backward

search, the n will continue backward in the document while the N will go forward.
n  find next in the same direction

N  find next in the opposite direction



Substituting in vi

To substitute means to replace one content with another. This type of substitution is usually used
if you want to replace several occurrences of one string with another. If you were only going to

do one, you could use either the R or the c command to do that one change.
The general format of the command is:

:[address]s/srchstring/replstring[/g]

> The first part of the command is the address.

* The address is shown in sgaure brackets (which are not typed when you give the command).
The square brackets indicate that this part of the command is optional. If this part of the
command is not specified, it will use the default value for the address which is only the one

current line.
* You would need to type 1,$ for whole buffer

> The last part of the line is also shown here as optional. The brackets again do not get typed
when you are using the command. This last part of the command determines if the command will
be done only once for the current line or for all occurrences on this line. The /g will indicate

"global” or all occurrences.

> The search string portion of the command may contain the meta-characters discussed above

in the searching portion of the file.

> The replacement string portion of the command can not contain these meta-character. There
are other meta-characters that can be used in the replacement string to indicate the parts of the

search string that matched.

Examples:

:slale replaces the first a on the current line with an e



:1,$s/ale  replaces each first a on a line with an e
:1,$s/ale/lg replaces all a's in the buffer with e's

:5,10s/a/e/g replace all a's on lines 5 through 10 inclusively with e's

Selective Changes

The substitution command just discussed has the draw back that all will be replaced - the system
won't ask you if this is one that you want replaced for any of them. If you want to replace many
occurrences, but not necessarily all of them, you can instead combine some other commands

instead of using the substitute.

> use regular / to find the first occurrence of the string
> make the change if you want to

> use the n to find the next

> use the . to repeat the change (the period "." used as a command repeats the last command

given in vi that that made a change to the work buffer)

Editing another file

-e[!] [filename]

Using this last line mode command allows you to change the contents of the work buffer by
replacing the contents of the work buffer with the contents of another file. In other words, make
the current buffer associate with another file. It allows you to change the contents of the work
buffer similar to quitting the current session and starting a new vi session with the new file. It is

different from starting a new session in that the pasting buffers are not lost when you use the :e



command, but if you were to quit and then start a new session, the pasting buffers (both general

purpose and named pasting buffers) would be lost.

Examples:

e replaces contents of the current buffer with the contents of the filel (assuming no change

filel |has been made to the work buffer since it was saved into a file)

el replaces contents of the current buffer with the contents of filel (even if there were

filel changes made to the buffer since it was saved)

| "a major undo™ -- This command makes the buffer match the file it is associated with;
el
like an undo to the last time the buffer was saved to a file

Adding another file to the Work Buffer

:[address]r [filename]

This command will add the contents of the file named by the argument to the current work
buffer. Notice that the address (which names a line in the work buffer) and the file name are both
optional. The :r will bring the file associated with the current buffer in if no file is named and it

will bring it in at the current location of the cursor if no address is given.

Examples:

:r filel |brings in the contents of filel at the current position of the cursor
:3r filel brings in the contents of filel at line 3

T brings in the file associate with the buffer at the current line of the buffer

shell access



There are many ways to access the shell commands when you are in a vi session. The methods
are each slightly differnt so you would need to select the one that gives you the features you
desire. The :sh method opens a shell as a child of the current vi session, the :! command allows
you to do one shell command but it does not change the contents of the work buffer, and the !!
command allows you to do one shell command, but the output of that shell command is added to

the contents of the current work buffer.
:sh

This command starts an interactive shell as a child of the vi session. You should think of this as
"a new layer". This new layer is a complete shell and it will appear as if you went to the shell
which was the vi editor's parent. It is important that you remeber you are in a child of the vi
session, and that its parent shell still exists two layers down. Be careful not to start another vi
session of the same file as a child of this shell. That vi session will have a separate buffer from
the vi session you were just editing. You would use "D or exit to return to the vi session with the

buffer you were editing when you did the :sh command.

The :! followed immediately by a shell command will allow you to do that one shell comd and
see its output on the screen. Even though it will look like the output is replacing the buffer you
were editing, it does not modify the buffer at all. It will usually say "Press Enter to Continue™ at
the bottom of the output. When you press the key, the output of the shell command will
disappear, and the buffer will look the same as it did before you gave the command. This is a last
line command (notice the colon) so you will be able to see the complete command as you type it,
and you must press enter after you have finished typing the command so that the system knows it
should be interpreted now. For example, using the command :!ls will display the listing of the

current working directory to the screen without modifying the work buffer.
I' command

This command is very similar to the :! in that it allows you to do any one shell command. It is
different in that the output does go into the current work buffer at the current position of the



cursor. The undo command will remove it, but be careful because it does modify the work buffer
- the output you see on the screen is actually going into the buffer - it is not written over the top
like the output when the :! command was used. For example, the !'who command will bring a

list of the current users into the current work buffer at the current position of the cursor.

markers in the work buffer

The act of blocking is equivalent to the "blocking™ done by most word processors. This allows
you to specify a starting point and an ending point and everything between is considered to be a
part of the block. The block concept is more flexible than the predefined scopes of such as
paragraph defined above. One end of the block will be indicated by a marker. The other end of

the block will be indicated by the current position of the cursor.

There are 26 markers available in each work session. These 26 markers are named for the 26
lower case letters of the alphabet. When indicating a marker you will use its name preceded by
an apostrophe (). This allows you to distinguish between the named pasting buffers (which also
used the 26 lower case letters of the alphabet) but used the quotation mark (") instead). The
process involves placing a marker using the m command. That marker will stay in that position
of the current buffer until you either quit the vi session, move that marker to a different location,
or delete the space that contains the marker. While it is there you can refer to it using the
apostrophe to move to that position, delete to that position or any other action that requires a

range.
How to use Markers

1) move to one end of the block

2) place the marker by using the command m and the
name of the marker

*ma mb mc ..my mz



3) from anywhere else in the work buffer, refer to
that place or the area between the current
position and that place by using an '
apostrophe followed by a letter
examples of Markers
> Moving
* put a marker into the work buffer by using
the command mf
* then move somewhere else in the file and get
back to that position by using the 'f
> Deleting
* put a marker into the work buffer by using
the command mm
* then move to somewhere else in the work
buffer and delete the text between the lines
of the current position of the cursor and the

line indicated by the marker (inclusive) by

d'm



> Yank into a Pasting Buffer
* put a marker into the work buffer by using
the command md
* then move to somewhere else in the work
buffer
* yank the text into a named buffer by
ay'd
> Sorting a Portion of the Buffer
* put the marker into the work buffer by using
the command mq
* then move to somewhere else in the work
buffer and use
* a shell utility to sort the lines between by

using the  I'gsort

Set up of the vi editor

There are 3 ways to personalize operation of the vi editor. These three ways all use the same
variables and the same one command (set). They are different in the method of how they are set

not the result of what that option turned on indicates. Like the settings of the shell, if the variable



is set inside the session it takes place immediately but is only there for that one session. When
the session begins, the application looks for any indication of desired setup and uses that for its
values on startup. For example, in the case of the C-shell, variables set in the .login are set to the
values indicated there each time you log in, but if you change any of the values of those variables
during the session, they will maintain that new value until the .login file is used again the next

time you log in.

In the case of the vi editor, variables can also be set within the session using the last line mode
command :set followed by the details of the variable you want to set. Settings done this way are
only in effect during this session and will go back to their default values when you start the next

session.

For the vi editor there are two different methods available for setting these defaults that are used
when the session starts up. One is by using a setup file and the other by using a setup shell

variable. You should select one or the other and not use a combination of these two methods.

The first of these two methods is to have a setup file named .exrc containing the desired settings.
This .exrc is often kept in your home directory, but some systems will allow you to have a .exrc
file in the current directory which will take preference over the one in your home directory. This
would be useful if you have one set of settings you would like for one type of writing and a
different set of settings for a different type of writing. Notice the name of the setup file shows

that they are "run commands" in a hidden file for the ex family of editors (which vi is one of).

The second of these two methods is to have a shell variable. The shell variable is named EXINIT
and is an environmental variable. The environmental variable contains the set command fallowed

by a list of variable settings.
> see how things are set by using

set all



* Every boolean variable has an opposite rather than turning a variable on and off. In other
words, there is no reason for an unset command instead you turn variale x on or you turn its

opposite on - you never turn variable x off.

To Change the settings

> the only command needed is  set
> set number

* displays line numbers in the current buffer
> set nonumber

* does not display line numbers in the current buffer

List of Boolean options

> magic/nomagic

* determines if the meta-characters are "magic" or not - to be " magic" means that they have
the meaning beyond just being that charcter. The period for example when magic is turned off is

just a period, but when magic is turned on the period is the wildcard to replace any one character.
> showmode/noshowmode

* displays mode in bottom left corner - The mode indicator will often be just to say "INPUT"
in that corner when you are in input mode. This helps you make sure that you don't start giving
command mode commands when you are in input mode and accidentally type them into your

work buffer.



> flash/noflash

* screen flashes rather than beeps - If you are in a lab where you may not be able to distinguish
your machine's beeping from the others or if you need to be completely quiet, you can ask vi to

flash the screen instead of beeping at the places it needed to warn you about something.
> ignorecase/noignorecase

* case sensitivity in search - if ignorecase is turned on, vi will ignore the case (upper or lower)

when doing a search. When noignore case is turned on, the searches are case sensitive.
> list/nolist

* displays some hidden characters such as tab -- This allows you to see the exact contents of
the file. This is important in some cases when you can't tell the exact content - for example a
group of spaces can look exactly like a tab until you turn the list option on. This is one variable

that is usually turned on during the vi session and not in the setup file or variable.
and end-of-line
> wrapscan/nowrapscan

* do searches continue from top at bottom when you reach the other end - If you are doing a
forward search, when you reach the bottom, start looking from the top of the buffer. If you are

doing a backward search, start looking from the bottom of the buffer after you reach the top.

List of non-Boolean options

> tabstop=value
* specifies size of tab

> wrapmargin = value



* tells to do auto wrapping of the line
* actually does put in the hard return
> shell = value

* tells which shell to use on !!, :1 and :sh

Utilities and Filters of UNIX

In this file, I will briefly introduce some of the more important UNIX utilities and filters. For
complete directions on how to use each of these, see the manual pages. Several of these utilities
and filters to be used in the next section. That shows how to connect them to do larger tasks and

in the shell programming section to create brand new utilities.
apropos
same as % man -k

gives a list of commands where the description corresponds to the keyword given as the

argument to the apropos command

e.g. % apropos password will give a list of commands that deal with the password

notice: password is a keyword - it is not the command passwd



whatis

same as % man -f
gives a short description of the command specified as the argument to the whatis command

e.g. % whatis passwd will give a short description of the command that allows you to change

your password

notice: passwd here is the command (spelled like this - not a keyword)

whereis

finds the file which contains the directions for this command in the directory structure
also usually finds the manual pages and source code too if they are available

This command will look into a list of directories to find if there is an executable file by this name

available.

It does not look only in the places specified on the current command search path.
e.g. If you have just given the command % ping students.nur.ac.rw,
and the shell responded with the error that the command was not found,
you would then give the command % whereis ping

to find out if the command is available to you on this system.



which

finds the version of the file containing the directions for this command based on your current

command search path

will determine which one of the

date

tells the current date and time

displays a calendar
(0 arguments = current month and year,

1 argument = year, 2 arguments = month&year)

User Information

% who : displays information about all users currently on the system. The

following information is displayed : login name, tty , date and time of login

% who am I: displays your login name and time ,tty ,date and time you logged in.

If the user is logged in from a remote machine, the host name of that machine is

displayed as well



% whoami: displays your login name.

% hostname : displays the name of the current host system. Only users with root

user authority can set the host name.

% finger name : is a command used to find the information of the user specified as

the argument.
% finger : is program you can use to find your own information

% chfn : is a command that allows you to change your own information. Some
system administrators store information such as the user's full name, phone, and

office number.
% w : is command that prints a summary of the current activity on the system.

% w loginid : displays the activities that the specified user is doing.

"word count"

will count the number of characters, words and lines

% wc ~jplane/this.one
% wc -l ~jplane/this.one
-1 stands for just lines

-W stands for just words



-C stands for just characters

sort

arranges the lines of the file according to the ASCII order

uniq
removes consecutive duplicate lines

cut

displays specified parts of a file columns based on a delimiter when the

-d used to tell what the column delimiter is

- option used to tell which columns you would like displayed

colrm

extracts specified parts of a file
removes columns based on their character position

two numeric arguments tell beginning and ending column numbers that should be removed (if only

1 number end is assumed)



grep

"global regular expression print". The command grep searches for the pattern specified bye the

pattern parameter and displays each matching.
% grep string filelist
% grep man this.file
% grep man *

regular expression means there is a different set of "wildcards" (these are the similar to vi

searching)
N beginning of line
$ end of line

replaced by any 1 character

[ choose one from the class of characters
* multiplies the character before it to O or more times
‘ quotes a string

-W option makes it a word




Examples:
% grep Jan friend.list
% grep -w Jan friend.list
% grep ‘[abc].1" this.list

x al b.l c.1 axlb31etc.
% grep ‘[abc]*.1" this.list

x a.1b.1c.1aa.lab.1ba.labxl abb31 etc.

Connecting Filters with Redirection and
Piping
Piping

the standard output from the first command is

sent to the second command as standard input

before it goes to the output device

% who | more
% cat filel | more == % more filel

% sort filel | uniq | more



% who | grep jp107 | sort | unig | more

Redirection of Standard Input

allows you to send the contents of a text file

into a utility that expects standard input

% mail jplane < file.ltr

% mail -s "subject line" jplane < file.ltr

Redirection of Standard Output

allows you to capture the standard output of a
command into a file for use later by creating a
new file or replacing the contents of a file

that already exists

% who > who.list

% man vi > man.file

Redirection of Standard Output to Append



allows you to capture the standard output of a
command into a file that already exists allows
you to append the standard output of a command
to the end of a file that already exists or to

create the file if it does not

% man learn >> man.file

Example with cat

% cat > this

creates the file getting info from
standard input end with ~D

% cat this

displays the contents to standard output
% cat > that

creates the file getting info from
standard input end with D

% cat < that

displays the contents to standard output

(same as % cat that)



% cat this that > other

creates the file named other with the
contents from both this and that

% cat other

displays the contents to standard output
% cat this >> other

adds another copy of this to the contents
of the file named other

% cat other

displays the contents to standard output

tee filter

redirection into a file, but a copy also

continues down the standard input stream

utility producing outpUt------------ —

to standard output

file



Examples

% who | tee who.list
% who | tee who.1 | more

% who | tee who.1 > who.2

Have the same results:
% cat f1 | tee f2

% cp fl
% cat f1

%cat fl
%cat f1

bigger example:

% cat f1 | tee f2 | tee f3 | tee f4 > 15

noclobber shell variable

if itis turned on, it

will prevent overwriting a file when you use
the redirection of standard output

and it will prevent creating a file when you

use the appending redirection the ! addition



allows you to override the protection when

noclobber is turned on

commands:

% set noclobber

% unset noclobber

Examples:

% set noclobber % set noclobber

% cat this > that % cat this >> new.file
error error

% cat this >! that % cat this >>! new.file
% unset noclobber % unset noclobber

% cat this > that % cat this >> newer.file



Controlling Processes

A process is any task that is being performed by the computer. So far in this class, we have

been only doing one process at a time. You typed a command at the shell command prompt to

tell the system which task you would like done, and then when that process was complete, you

gave the next command. It is possible to have more than one process running at one time; you

just need to be able to control where they are running.

four possible states

There are four possible places for each processes, and then there are different commands

available to move those processes between these different states.

foreground: When a process is running in the foreground, it has the attention of the
terminal on which it is running. Interaction of input from the keyboard or output to the
screen is allowed, and if this process does not require any input/output from the keyboard
and screen, it is still controlled by this process so that no other process can use the
keyboard and screen. There can only be one process in the foreground at any one time
because only one process can control the terminal at one time.

background: When a process is running in the background, it is still running - getting
closer to completion, but it does not have the attention of the terminal while doing so. If
it is a process that does not require input and output from the terminal, it does not need to
be the process controlling the terminal and it can still run. If you had that process that
does not require terminal control running in the foreground, you would have to sit and
wait for it to get done, not doing anything else at your terminal until it finished. Any
standard input and output required by the process should be redirected from files rather
than be expected from or sent to the terminal. If there is keyboard input expected (not
redirected from a file) when it is running in the background, the process will have to

pause, waiting to be brought to the foreground so the input can come from the keyboard.



If there is any screen output given (not redirected to a file) when it is running in the
background, the text will be sent to the screen appearing mixed with data from the
process that is currently running in the foreground. This is not harmful to either process,
but it can be quite annoying to the user because there is no easy way to tell which
information is from which process.

« stopped: When a process is stopped, it is not currently running. When you restart a
stopped process, it continues running at the point where it was, it does not need to start
over from the beginning. While it is stopped, it doesn't get any closer to being done, but
it also does not need to start over from the beginning when it is restarted. Stopped is
sometimes referred to as suspended and sometimes as frozen because both these words
imply that the process has been temporarily halted, but is not terminated. If you try to log
out of the system when you have jobs that are stopped, you will get a warning that says
there are stopped jobs because those jobs would never get completed if you leave them
stopped. The system is telling you that you should either terminate the jobs or restart
them and allow them to finish before you log out. If you type logout (or exit)
immediately again after this error message is given, it will allow you to log out - killing
the stopped jobs for you.

« Killed: When a process has been killed, it is not existing any more. The process is

dead, and when it is started again, it would have to start running from the beginning.
initially starting processes

When starting a process initially, there are two options about in which state to start that process.

You can start it running in the foreground or start it running in the background.

foreground: Starting processes in the foreground is what you have been doing so far in this
class. You need to type the command, options and arguments needed at the shell command
prompt and then press the enter key. The shell will then interpret the command and, if
everything is valid, it will start that process running in the foreground. Realize that while it is

running in the foreground, it is in control of the terminal; even if there is no input or output



taking place, you will not receive another shell prompt until this process is no longer running in

the foreground.

background: Starting a process in the background, only requires the addition of an ampersand
at the end of the shell command line. A ampersand looks like "&" and is usually the shift of the
7 on the QWERTY keyboard. As you type the command line to initiate the process, you should

make sure the input and output are redirected from and to files if there is any standard input and
output for this process. After you press the <enter> key, the process will be running in the
background. You will have the shell prompt to do other things. If you did not redirect standard
output to a file, the output will appear on the screen. If you are in the editor, you can use R or
AL to refresh the screen and remove that output from the screen because it is not overwriting the

other text on the screen, it is only putting this text over the top.
tracking your processes

There are two commands available on the UNIX system to track what processes you currently
have. In order to give either of these commands, you must have the shell command prompt (in

other words, you can not have any other processes which is running in the foreground). The two

commands are jobs and ps.

jobs: The jobs command displays the list of processes you have started telling its current state

and the job number for that process. The job numbers start at 1 because there these job numbers
are specifically for the current user - each user has a job number 1 even though they are different

jobs.

ps: The ps command displays much of the same information in a different format, but instead of

the job number, it tells the Process ID. Unlike the job numbers, the process ids are system wide.
In other words, that value is assigned only to one process on the whole system. If you have the

process with ID number 98123, no other user has a process with that ID number.

specifying the job for the change of state



When giving shell commands to change the state of a process, you will need to give the
command to indicate the state you would like to go into (kill, stop, fg, or bg) and then give
indication of the process to be affected as the argument to that command. The argument can be

given in several ways. The most common is to use the job number preceded by a percent sign
"0%". Get the job number by reading the output of the jObS command; the job number is the first

number on the line, usually contained in square brackets. If you would like to give the command
to change the state without using the job command to see the list, you can give the first few
characters of the command line that was used to start the process after the percent sign instead of
giving the job number. The third way to specify the job is to use the process ID number as

appeared at the beginning of the line in the pS command.

If you do not specify the process you would like to affect, the process that is marked with
a plus sign "+" in the output of the JobS command is considered the most current and will be
assumed to be the one you want to change. The second most current is marked with a minus sign
"-" in the output of the jobS command. The current job is assigned according to rules concerning

if the job is stopped or running in the background and when it was put into that state. The most
current job is the one that is the most recent of the stopped jobs (if there are any stopped jobs). It

is the most recent of the background running jobs if there are no stopped jobs.
affecting processes which are currently in the foreground

In change the state of processes that are running in the foreground, you need to use control keys
rather than shell commands. Shell commands can only be typed at the shell prompt, and while
this other process is running in the foreground, you do not have control of the shell prompt.
When a process is running in the foreground, there are two possible other states it can go into :

killed (non-existent) or stopped (temporarily halted).

kill: ~C - control C : Holding the control key and then tapping the letter "c" will kill the one

process currently running in the foreground. If there has been a lot of output sent to the screen,

there may seem to be a long delay in the killing of the process. This is only because the UNIX

system has already sent this data to be displayed on the screen before it received the *C. The



AC will not kill the shell process, so if you are not patient and press several control C's before

you see the process Killed, it will not harm the shell that ran the process.

stop: *Z - control Z: Holding the control key and then tapping the letter "z will stop the one

process currently running in the foreground. When the process is stopped it is no longer running,

but it can be run without restarting from the beginning.
changing a process into the foreground or background

If there is a process that you would like to bring to running in the foreground or running into the
background, you would use the fg command for foreground or the bg command for

background.

fg : The fg command will bring the process (one that it already running in the background or

one that is stopped) to running in the foreground.

bg : The bg command will take a process that is currently stopped and start it running in the

background
killing a process

To kill a process means to completely terminate that process. The process may be running or
stopped before you kill it. If you decide you do want the process to run again, it would need to

start running again from the beginning; it cannot be restarted at the point where it was Killed.

killing from foreground: ~C - Holding the control key and tapping the "c" will kill the one
process currently running in the foreground. It can only be used to kill the foreground process.
A common mistake is to think that a process which is writing things to the screen is the current
foreground process. If that process is putting information to the screen is actually not in the

foreground, the control-c will have no affect on it.



killing from background or stopped: Kill - The kill command will kill a process that is not
running in the foreground. It can be used to kill something that is running in the background or

something that is currently stopped.

graphical representation of the commands to change states
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background
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other job control commands

the at command for delayed start

With the at command, a user is able to start a process at a specified time even if that user is not

logged onto the system at that time. Before logging off, the user gives the at command
specifying the time the process should start and the name of the shell script that should be run at

the specified time. The first argument to the at command tells the time, and can include a time, a



date, or a word representing a relative time. The last argument to the command must be an

executable shell script which will run.

examples:

% at 5am shell.script.1
% at 220 shell.script.2

% at midnight shell.script.3
the nice command for specifying priority

The nice command allows the user to set a priority when a job is started. Computer time is
divided among the actively running processes so that those with the highest priority get a larger
portion of each time unit and the ones with the lowest priority get the smallest portion of each
time unit. The argument to the at command which sets the priority must be a number between 20
and -20 where -20 indicates highest priority and 20 indicates lowest. The standard process
started without indicating priority gets a priority level of 0. Therefore, many systems prevent the
regular users from setting a priority higher than 0, leaving that for the super user. Some systems

will make sure a job is running at a lower priority when the owner is not logged into the system.
the cron

The cron is the clock daemon. This software is run by the system administrator at the time of
boot up. The clock daemon is constantly running looking for processes that need to be started at
the current time. The cron tables hold the list of processes, such as backups or system cleaning
duties. In those tables, the system administrator indicates the start time and the name of all of the

processes that should be activated by the clock daemon.



The C-shell

many different shells available

Some of them are

> Bourne Shell

> C Shell

> Korn Shell

> Bash (Bourne Again shell)

> T shell(also called T C-shell)

Usually either the C shell or the Bourne shell is the default (selected by the system administrator

for the user unless the user specifies something else.

It is important to remember that a shell is just an application program like vi, mail or rn. It only
looks like something special because it is what we have selected (in the /etc/passwd file) as the

"students™ startup application. This makes it appear as we log into the UNIX system. You can
select any application to be available on startup (by using the chsh command), but the shell is the
most general purpose and so it is usually selected. (You would select a different application if
you wanted to allow someone to log into your system, but didn't want them to have access to the
shell commands. As an application the shell has variables, setup files and commands just like we
have already seen in both the vi application and in the standard UNIX mail application. The
setup files are run as the application starts to allow the user to personalize its run. The setup
file(s) set variables to values indicated by that user, but only run as the application first starts. If
the user wants to change the value of variables during the run of the application, they can be set
at the prompt (like setting variables in the last line mode of vi), but those settings are only

available then for the current run of the application.



The shell's purpose is to interpret the command line and have these tasks performed. It will tell
if a command is invalid or it will perform the command requested. The term "shell" is from the
shell of a turtle or a snail - it protects the softer more vulnerable insides. It protects the system

from commands the user could give that would harm the system.
starting a shell

To start and ending shells all you need to do is to tell that application to run. It will start as a
child of the current shell. (Note: This means the current shell continues to run but is underneath

the shell which is visible to the user.)

> start a different shell by executing that program
sh to start a Bourne shell

csh to start a C-shell

ksh to start a Korn Shell

tcsh to start a T-shell

bash to start Bourne again shell

> use D (end of input) or exit terminates the current shell taking you back to the parent from
where you started the command any settings changed while the child was running are undone (or
lost)

>remember: this is just an application running within the shell where you gave the command to

start this application
changing your login shell

To change the login shell use the command which modifies the /etc/passwd file:



% chsh

You will then need to type the path and name of the shell you would like to use on the
appropriate line. The chsh command runs differently on different systems. Sometimes it just asks
for the shell information, sometimes the shell information must be given as an argument to the
command, and sometimes (like on students) you are taken into an editor to modify any (or all) of
your information in the /etc/passwd file. On some systems it will take effect the next time you

login and on some it is immediate if you are in the login shell when you give the command

C-shell alias

One useful feature available in C shell as well as several other shells is the "shell alias” (similar
to mail alias in that it allows you to rename something with another). In a mail alias, you were
renaming one (or more) login ids with a different mail address. In the shell alias (rather than
renaming people) you will be renaming commands. Some commands are very long when you
include all of the options and arguments needed, and if you use that command often, it may be
easier to rename it to something shorter. Sometimes it isn't just a command but rather a series of
commands you would like performed, but it is easier to be able to type one thing and have them

done in the correct order.
The format of the command to create an alias is
alias [entercmd [actualcommand]]

> entercmd is what you would like to use

> actualcommand is what you would actually be asking the shell to run when you type the

entercmd

Note: both arguments are shown here in square to indicate they are optional. If the alias
command is given without any argument, it will tell you a list of aliases you have created in the
current shell. If the alias command is used with one argument, then it will tell you what that



command is aliased to (if anything). If you use the alias command with 2 arguments, you will be

creating a new alias.
alias rwhojp ‘who| grep jp'

You could just type %who | grep jp each time you wanted to list all people currently logged on
whose login id contains the string jp, but after the alias is active you can use % rwhojp for the

same task. Exactly the same output will result as if you had typed the whole command.

The command to create the alias can be typed at the shell prompt (which would mean it is active
for the current shell) or it can be put into a setup file so that the alias will be created every time

the shell application starts so it is available all of the time.
For the C shell the alias can be created

1) in the .login file which is run each time you login to an account that is using C shell as its start

up application.

2) instead of directly in the .login file. It is common to create a separate file often named .alias
file which is then sourced by .login during login.  The advantage of this method is that the
clutter of possibly many aliases is removed from the .login file and just replaced with a one line

reference to the .alias file.

3) another option is that it can be set in the .cshrc file which is run each time a new C shell is

started (including during the login process).

4) or it can be created at the shell prompt. Remember the drawback with creating it at the shell
prompt is that it is only there for the current run of the shell. When you logout (or in any other
way leave this shell, the alias goes away and would need to be recreated if you want it the next

time you login.

Variable Settings



Setting a variable within the C shell can be done with the set command, the name of the
variable, the equal sign and the value you want to set it to. Notice that the aliases created are not
variables (the set command was not used. The variables created using the set command are only
available in the current shell (not in the shells started as a child of the current shell). The "Instant
UNIX book starts on page 161 talking about Setting and Creating Shell Variables. It refers in the
C shell section to the setenv command. The setenv command like set is used to assign different
values to variables which already exist or to create new variables for the shell to use. Variables
set with the setenv command will be passed to any child shells which are started (as children of
the current shell). Variables set with the set command are not passed. To see the list of current
shell variables you can use the set command without any arguments to see the local variables or
the setenv command without any arguments to see the environmental variables. To see the value
of any one variable which is set in the current shell, you can use the echo command. The echo
command is similar to the printf command in C in that it allows you to print the values of

variables to the screen.
The echo command can be used to display a string of text to the screen. The command
% echo "Hi There"

will echo the words Hi and There to the screen and then give back the shell prompt. This is

useful in some cases, but more often the echo command is used to see the value of a variable.

To use the echo command to see the value of variables, you must indicate that the string
used as an argument to the command "echo" is actually a variable. This is done by using a $

before the name of the variable.
% echo $UID

will echo the value of the shell variable UID which keeps track of the user's numerical user id

(unique to each user).
You can also mix the two uses of the echo command. For example

% echo "My UID is $UID"



The text which appears but does not have a dollar sign right in front of it will be printed as
literal. The UID that has a dollar sign in front of it will be replaced in the sentence by the actual
value of the variable. Like an alias, variables can also be set in the .login, another file sourced by
the .login, the .cshrc, or at the shell prompt. One example of a shell variable you may want to set

to a different value is the prompt (which determines what is displayed as the shell prompt).

To do this you can place the following line into your .login file so that it will be used the next
time you log into the system. (If you want to force the .login file to do all of its settings now
(rather than when you login next), you can use the command % source ~/.login which tells the

Jogin file to run right now.
set prompt="What Now? "

While the prompt is set to this value, you will see the words "What Now? " instead of the

default shell prompt that is the percent sign.

It is often useful to have a prompt that is more descriptive of your situation than the

previous. To do this you can set the prompt with the following command:
set prompt="[ whoami @ hostname|cut -d. -f1"] % "

Notice the commands "whoami" which tells you what login id you are logged in using and
"hostname|cut -d. -f1" which tells you the name of the system you are currently using is shown
here is accents (back quotes). This will cause the command hostname to run and the output to go
there in the prompt between the square brackets. The square brackets, spaces and percent sign in
this prompt are literal and will appear in the prompt when it is displayed. Notice that these can
both be run at the time of login because they are both facts that do not change during a login

session. (Once logged in the machine you are connected to and the login id can't change.)

Sometimes though you want the prompt to reflect information that can change as you are logged
in. For example to setting the prompt to show the current working directory you need to set the

prompt variable and create an alias for the cd command so that the prompt is reset again each



time the cd command is used. To do this the following two commands need to appear (usually in
the .login file). set prompt="[$cwd:t] %" alias cd 'cd \I*; set prompt="[$cwd:t] %"

The $cwd is a shell variable which tells you the current directory (similar to what the pwd
command does as a command). Notice the $ in front of the variable name like done before in the
echo command. That way the value of the variable is put in at that point. The :t after the $cwd
command tells it to just show the "tail" end of the path - rather than the complete path from the

root. Again the square brackets, space and percent sign are literal.

If you only did the set prompt command - it would look like it had worked until you
actually moved to another directory. As you login, the prompt would be set to show the current
working directory. If there is no alias to tell the prompt to be recreated every time you do a cd
command, the prompt would be incorrect if you moved to any other directory besides the one

which was current at the time of login.

The alias command as shown above, tells the system that instead of doing just a regular
cd as defined by the people who wrote UNIX, you would like to always do a cd command
followed by a reset of the prompt variable. The !* that appears in this the definition of our new
cd command refers to the history mechanism described below. It allows the arguments (if any)

from the command line to be inserted at that point in the definition of the new alias.

A small problem with aliasing a command that already exists, but the shell does not stop you

from doing it

% alias rm 'who| grep jp'

% rm will show output of rwho | grep jp

You can to specify the whole path of the rm command in order to not have the alias used

% /bin/rm

or on some systems to quote the command with a \



% \rm

guoting with apostrophe, back quote and double quote



Use of the ' (apostrophe), the ~ (back quote) and the " (double quote) in C shell

" (apostrophe) will make most everything inside literal

" (quote) will make some things inside literal but not variables or history

" (accent) will cause what is inside to execute and put the output in place of the command

Examples of these when used with creating and setting variables to the value indicated.

% set this = that

% echo $this

that

% echo '$this'

$this

% set other = 'echo $this'

% echo $other

echo $this

% echo “$other’

$this

% set another = "echo $this"

% echo $another

echo that



% echo “$another

that

the history mechanism

The history mechanism allows the C shell user to repeat previous commands. (The up arrow
replay of commands you have been using is part of Bash. The history mechanism is not as

interactive, but it will be useful later when writing shell scripts.)

The C shell has a variable named "history which tells the shell how many command lines
to remember within this login session. It has a second shell variable named "savehist" which tells

it how many to remember from this login session into the next login session.

The C shell also has a command named "history" which will display a list of the commands

currently being remembered.

Here are some examples of ways to use this list to replay the commands remembered there.
% !

immediately previous command is replayed exactly as it was you can add to it after the
command just by typing the addition assuming the !! put in the rest (For example if you just ran
the command % who and now you want to run it again but putting that information into a file,
you can use % !! > filename so that the output goes into the file named filename rather than to

the screen.)
You can modify the command with
%"search”replace

where search is replaced by something that appeared in that previous line and replace it what you
would like it replaced with. (For example if you just looked at the content of the file a file named

project.one with the command



% more ~jplane/ThisDir/project.one
and now you wanted to look at project.two, you would just need to type
%" one”two

and the one in the original command would be replaced by two and the new command would be

executed.

% !vi Would repeat the complete command (adding options and/or arguments) to replay the

command used the last time | used the vi editor.

% v Would repeat the complete command (adding options and/or arguments) to replay the

command used the last command you used a command that started with a v

% '9 Would repeat the complete command number 9 as it appears in the history list.

% !-4 Would repeat the complete command which is the 4th previous command to the current

command in the history list.

% !?that.file? Would repeat the complete command which contained this string shown in this

example as "that.file". If you edited the file using vi, it will again bring up the editor using that
file.

Besides replaying the whole command (with all of its options and arguments, you can also refer
to parts of the command line remembered by the history mechanism. In these examples | have
used the ! followed by a number example from above, but actually any of the above methods can
be used to refer to the complete command line and then this mechanism can still be used to refer

to its parts.



115 As mentioned above, this redoes whole command.

115:0 This refers to just command portion of command line number 15 (does not replay the

arguments).

115:3 This refers only to argument #3 of the command line number 15.
115:2-4 This refers to arguments 2 through 4 of command line number 15.
115:” This refers only to the first argument of command line number 15.
115:9$ This refers only to the last argument of command line number 15.

I1:$ The most common variation of the previous. This refers only to the last argument of the

previous command.

I$ This is a shortcut for the previous because it is so often done. It refers only to the last

argument of the previous command

You can set the prompt to show the history number set prompt="1 % "

Filename Completion

Another useful C shell variable (often available too in other shells) is the one which allows you

to have "filename completion”.

The name of the variable is filec and is not set to a value because it is a boolean variable.

(Boolean variable means that it takes on the value true or the value false (and no other value). To
have it take on the value "true" you set it with the set command, and to take on the value "false"

you turn it off with the unset command.

When the filec variable is turned on, pressing the <esc> key fills in the name until an ambiguity

or the end of the name or pressing "D displays the list of possible completions.



Directory Stack

Because users are typically going back and forth between a small set of directories, C shell
provides a Directory Stack which allows you to move quickly among that set of directories
without having to repeatedly type the names of the directories. In other words the directories are
remembered in a "stack” so you can refer back to them based on their position in the stack -
rather than using their complete path from the root. Each time you use the cd command you are
actually changing the directory stack by changing the value that is on the top of the stack.
Whatever directory is named as the top of the stack is known as the current working directory

(and is your current location in the directory structure).

To use the directory stack, you need the following commands:
% dirs

This command allows you to see the current content of the stack. The item listed first in this list

(on the left) is the top of the stack and refers to the current working directory.
% pushd dirname

This command allows you to add something to the top of the stack. It will put the directory
named as "dirname™ as the new top of the stack (and thus moves you into that directory at the
same time). It is different from doing a cd command in that the directory that you were in is kept
on the stack just below the one added at the top. This way you will easily be able to return to that

directory.
% popd

This command allows you to remove top directory from the stack. This command also changes
you to a different current working directory because the thing that was second on the stack is
now the new top of the stack and what ever is the top of the stack is the current working

directory. In other words if you doa % pushd ~jplane you are moved into my posting account



and then you can do a % popd to go back to where ever you were when you gave the pushd

command.

Some variations on the Directory Stack commands are also useful (even if they don't exactly

follow the pure computer science definition of a stack).
% pushd

When this command is given without any argument, it allows you to push the top thing down one
so second thing is the new top. Sort of like pushing on the top item so that the second one can
ooze around it and end up above it. Since the directory named as the top of the stack has

changed, the new top of the stack is the new current working directory.
% pushd +2

When this command is given with a numerical option two (indicated with a + sign), it allows you
to push top two things down so third is now the top. The equivalent of grabbing the top two and
pushing so that the one at was third oozes around to become the new top. This again changes

what directory is current because the one listed as the top of the stack has changed.
% popd +1

When this command is given with a numerical option one(indicated with a + sign), it allows you
to remove second thing from stack without changing the current directory since you have

removed what is on the second place of the stack rather than what is on the top.

Difference between set and setenv and @

The command set creates or changes the values of variables for the current shell



The command unset will take those variables away

The set command without arguments will list those variables

The command setenv creates variables that are carried to children shells
The command unsetenv will take those variables away

The setenv command without arguments will list those variables

The command indicated by the character @ (shift of the 2 on your QWERTY keyboard) acts like

set except will do calculation if the right operand is a mathematical expression

Example of set and @

% set numl =5

% @ num2 =10

% echo $numl 5

% echo $num2 10

% set num3 = ($numl + $num2)
% @ num4 = ($numl + $num?2)
% echo $num3 5 + 10

% echo $num4 15



arrays of variables

Arrays are a group of values stored under one name. The individual values stored within the

array can be reached by using the [] with an index

% set names = (nellie bob ned bart)
% echo $names

nellie bob ned bart

% echo $names[0] << there is no Oth element
% echo $names[1] (unlike the C language)
nellie

% echo $names[2-4]

bob ned bart

% echo $names[2-3]

bob ned

% echo $names[*]

nellie bob ned bart

% echo $#names << tells the size of

4 the array



% echo $?names << tells if that variable exists

Shell Script Writing

This shell-programming topic is a major portion of this class. We will begin with an
introduction to shell programming in general. We will then go to using the C-shell programming
environment as the programming environment because it is most closely related to the C
language and therefore may be the easiest to learn. After, we will go to other shells to compare

environments.

A shell script is a sequence of shell commands in a single file that are then executed with one
command. This is similar to the shell alias we looked at last week, but different for two major

reasons:

1) The alias is held more like a variable in the current shell and accessed like a variable

when called upon while the shell script is actually kept in an ASCII file.

2) Because it is a file not associated with the current shell, it can usually be used by any
shell.

When talking about shell aliases we created an alias similar to the following:
% alias whoson 'who| grep jp'
Once this alias was available in the shell, we could type the command

% whoson



and get exactly the same thing we would have seen had we typed

% who | grep jp

Instead of creating a shell alias to do that task, we can put the commands into a file that would

look similar to the following when displayed:

% more whoson.file

who | grep jp

Then we could run the file and it would do the same thing as typing the command at the shell

prompt.

Shell scripts can also have multiple lines. Then the shell commands listed would be done in

sequence.

for example:

Displaying the contents of the ASCII file

% cat
#!/bin/csh

date

who

who | grep jf

%

Changing the permissions on that ASCI|I file

% chmod u+x whoson

%

whoson

grep jp



Running the ASCII file as a command found by the command search path in the current

working directory

% whoson

...OUTPUT OF THAT SCRIPT

%

Running the ASCII file as a command if the current working directory is not on your

command search path

% ./whoson
...OUTPUT OF THAT SCRIPT

%
the # (pound sign)

The # has two very different independent meanings.

Most of the time the # indicates that everything that follows it (to the end-of-line character) is a

comment to be ignored by the shell interpreting the file.

If the # is the first character of the first line in an executable shell script, it tells the shell which

shell should be used to interpret that file.
In the previous example,
#1/bin/csh

indicates that the c-shell kept in the /bin/ directory should be used if this is run as an executable
file.

Use a # to cause the script to ignore the rest of the line - comments to the person reading the

source file.



ways to run a shell script

There are many different ways to run a shell script. The two columns show how it would be
done if the script named whoson was run from the c-shell prompt and from the Bourne shell
prompt.

1. Asa Command/Executable File
The most common is to make the shell script executable and then just type its name to run it:
% whoson $ whoson

To use this method, the file must be executable (chmod permissions) and the first line should tell
which shell is to be used to interpret the commands. When a shell script is run this way, it
actually starts a child process to the current shell which is a shell of the new type. The purpose
of that new shell is to run the shell script. Once the shell script is finished, the child shell

terminates.

2. Interpreted in the current shell
Another common way is to run the shell script interpreted by the current shell.
% source whoson  $. whoson

The script commands will be executed within the current shell (there would be no child process
started). Notice the source command is used for c-shell, and the Bourne shell uses the period (to
mean the current shell). The script does not need to be made executable since the current shell is
already executing. The # as the first character of the first line would be taken to indicate a

comment since it is not an executable shell.
3. Interpreted in the indicated shell

A third way to run a shell script is to explicitly indicate what shell you would like to run as a
child to interpret the script. This is done by giving the name of the shell as the command and the



script's name as the argument to that command. Notice here it is the name of the shell (the
command portion of the command line) which indicates which shell should be used to interpret
the script. The #! if it appears as the first line is taken only to be a comment. Since the type of
child shell is explicitly indicated by the command portion of the line, it doesn't matter what type
of a shell the parent is (a c-shell can start a script interpreted by Bourne shell or vice-versa). The
child shell that is started exists only for the interpretation of the script and is terminated as soon

as the script completes.

% csh whoson $ sh whoson

% sh whoson $ csh whoson
4. using the exec command

The last method of calling is usually only used from a shell script. This is because the child shell
started for the purpose of interpreting the script replaces the current shell. (In other words the
child replaces the parent.) This is a problem when it is run from the shell prompt as shown here
because the shell that produced the prompt (often your login shell) is replaced by something that
will terminate as soon as the interpretation of the script is finished. In other words, you would be

logged out as soon as the script is finished.
% exec whoson $ exec whoson

The script commands will be executed within a new shell of the same type as the current shell,

but when the shell completes, it will not come back to the current shell

Arguments to a shell script

Often when a shell script is called, you want to be able to pass the script information as you call

it. This is usually done when the script is executable.
The arguments are automatically stored in an array named argv.

The positions in the argv array are numbered for access (the same as arrays in the C language).



Here is an example using the call to the script named thisscr passing it four arguments. The

arguments are automatically stored in the array (you do not have to do anything to indicate that).

% thisscr one two 3 4

Inside of this script the following things are true

The whole array contains the values in the order they came in:

$argv = one two 3 4

The * wildcard indicates all elements of the array:

$argv[*] = one two 3 4

The individual numbers can be used to indicate individual elements:

$argv[1] = one

$argv[4] = 4

The Oth element of the array indicates the name of the script (this one isn't available in all

implementations of the shell).

$argv[0] = thisscr

There is a shorter notation - to indicate each element, you don't need to specify the argv array. It
is assumed to be the default array so just using the index number is permitted in most

implementations.

$0 = thisscr

$2 = two

$3=3



The # is used to ask about the size of the array. It tells how many elements are currently stored

in that array:

$#argv = 4

$#=4

Another example using thisscr:

% thisscr Bob Mike Jan

Inside of this script the following things are true:

$argv = Bob Mike Jan

$argv[*] = Bob Mike Jan

$argv[1] = Bob

$argv[2] = Mike

$argv[0] = thisscr

$0 = thisscr

$2 = Mike

$3 = Jan

$ttargv = 3

$#=3



MORE ARGUMENT EXAMPLES

Besides just the displaying of arguments given to a shell script that we looked at last week, the
arguments can also be used in shell commands that are executed in the shell script. (Remember a
shell script is just a sequence of shell commands so these commands can take arguments, can be
piped together and can use redirection just like they would if they were typed on the shell

command line.)

In the example named numfilesl and numfiles2 in the posting account. Notice that numfilesl
does an Is listing of the current working directory while numfiles2 does a listing of the directory
named as the first argument to the script. If numfilesl is called with an argument it does not
change the fact that the "Is" is still a listing of the current directory. Try it a couple of times

giving different arguments, it will always give the information for the current working directory.

numfiles2 on the other hand must be called with one argument (which names a directory), and it

will give the information about the directory named.
Try calling it with

% numfiles2 ~jplane

% numfiles2 ~

% numfiles2 /tmp
and you will get different answers each time.

If the script gives the error "command not found"”, it means the shell could not find the file
corresponding with the command given. Remember the PATH variable (and the path variable).
These are the environmental and the local command search paths. If your search path is not set
to look into the current directory, it will not find a file you create in the current directory when its
name is used as a command. One way to solve this is to reset the command search path so that it

will look into the current directory. This is probably the more permanent and better fix, but there



is an easier, short term fix. If you give the command explicitly telling the shell where the file
corresponding to that command is, it will be able to find and run the script. So if you are trying

to run something in the current working directory, you can type
% ./numfilesl

rather than just
% numfilesl

The first of these explicitly states that the file named numfilesl is in the current working

directory. When it is explicitly stated, the command search path is not even used.
getting script output using the echo command

The primary way of sending output to the screen from a shell script is by using the echo
command. The echo command can be used with an argument which names a variable. For

example
echo $PATH

will show the current value of the command search path or
echo $cwd

will show the current working directory.

The dollar sign before the name of the variable makes it clear that it is a variable and that you are

requesting to see the value of that variable.
For example
echo cwd

will simply echo the letters



cwd
to the screen
while
echo $cwd
will display the value of that variable.

The echo command can also be used with any of the three quoting mechanisms discussed in the
c-shell lecture. The pair of apostrophes (' ') makes almost everything inside them literal
(prevents interpretation). The quotation marks (" ") make some things literal, but allows

interpretation of others - most noticeably the values of variables.
For example:
set this = that
creates a variable named this and gives it the value that.
echo '$this'
displays
$this
while
echo "$this"
displays
that

which is the value of the variable named this.



When the accents are used around the argument to the echo command, the command inside of

those accents is run and the output is displayed in that place.

For example

echo "Hello "whoami’ | hope you are well"

The quotes are there to make sure the spaces are maintained, but the whoami itself is not echoed
to the screen. Instead the whoami command is run, the result of that command (the login id of
the user) is put into that space of the line and it would look similar to the following if I ran the

command:

Hello jplane I hope you are well

but if a person with the login id "mike" ran the same script, it would display

Hello mike I hope you are well

Practice these by setting variables and the displaying them to the screen. Remember: if you are
using a executable shell script, a new shell starts - any variables set as local in the parent shell

will not be available in this shell.

The echo command automatically assumes that the argument it is given will be displayed to the
screen immediately followed by the end of line character. For example, if you have the

following

sequence of echo's

echo "a"

echo "b"

echo "c"

it would display



Each of these would be on its own line.

If you want to prevent the end of line, you can use the -n option on the echo command. It will

suppress just the one end of line that would have been associated with that one echo command.

For example

echo -n "a"

echo "b"

echo "c"

would display

ab

Remember it is the end of line that would come after the argument which is suppressed, not the

one that comes before (which is done by the previous echo command).

You can also mix echo commands with other commands in the shell script. The whoami used in

the echo above

echo "Hello "whoami™

could be done without the accents (backquotes) by giving a sequence of two commands

echo -n Hello



whoami
Both of these would display
Hello jplane
or
Hello mike
(depending on the login id of the person running the script).

If the echo command is used with no argument or option at all, it has a completely different
purpose. This other purpose deals with the fact that there is also a shell variable named "echo".
This shell variable is a boolean variable (can be set to on or off -- no other values). It is turned

on by the
set echo

command and turned off by the
unset echo

command.

When the echo command is used with no options or arguments, it will tell you if the echo
variable is currently in the on or off position. It does not echo nothing. If you want to have a

blank like echoed to the screen, you actually have to echo at least a single space.
eChO miun

would echo the space followed by the end of line. This would then look like a blank line.

The echo variable tells the shell if the commands should be displayed to the screen before they

are run. If the shell script looks like



unset echo
echo cat
echo dog
the display would look like
cat
dog
because the commands themselves are not being displayed to the screen.
If the shell script looks like
set echo
echo cat
echo dog
the display would look like
echo cat
cat
echo dog
dog
because each command is being displayed before it is done.

If the shell script does not explicitly set the shell variable named echo, the results will depend on
the default value of that shell variable within the current shell. It is not a good practice to rely on

the shell defaults since this shell script could be run from many different parent shells, and the



shell script has no way to control what settings are passed from the parent to the child. In most

shell scripts, the
unset echo

command appears near the top - right after the
#1/bin/csh

line.
getting input into the script variables

Besides the arguments which would be specified at the time the script is called, the writer may
want the script to be able to get information from the user while the script is running. There are

two ways of doing this in the C-shell.
1. using the $< redirection
One way to do this is with the
$<

symbol which indicates redirection from standard input. This is used with the set command and

gives the line of input typed by the user to the variable named in the set command.
For example
set thisvar = $<

would pause the shell script and wait for the person to type from the keyboard. When the person
presses the enter key (return key), the text that has been typed before the enter key was pressed is

put into the variable named thisvar.

2. using the head command and backquotes



Another way is to use the accents around the command named "head”. The command named
"head" (and its corresponding command "tail") have the purpose of displaying ASCII text files
similar to the cat command. The only difference is that the head and the tail command only
display a portion at the beginning or end of the file. The default is usually around 20 lines, but

both of these can indicate a specific number of lines by using an option.
% head -2 this.file
will display the first 2 lines of the file named this.file in the current working directory.

When the head command is used with the accents, that command must be run and then it is

assigned into a variable because of the set command. For example:
set thatvar = "head -1

will pause the shell script and wait for the person to type from the keyboard. When the person
presses the enter key (return key), the text that has been typed before the enter key was pressed is

put into the variable named thatvar.

Some systems will not have the $< available. The head version will always be available as long

as the head command is available.

If both are available, they may be slightly different. For example, on the system | use, the “head
-1" method puts the line typed into the variable as an array of items where the items are delimited
by whitespace. The $< puts it into one non-array variable treating the whitespace just like any
other characters. It then can be turned into an array variable by using the parentheses. Try both

ways to determine what is available on your system and if either puts it into an array.

echo 'enter a line'
set userline = $<

echo $userline



set uline = ($userline)
echo $uline[1]

echo ‘enter a line'
set userline = “head -1
echo $userline

echo $userline[1]

Shell Programming - Conditionals

If Conditional Statement

The if statement is very similar to the if statement of the C language. The only major differences
are caused by the fact that the C-shell scripting language does not have the use of curly braces
"{}" used to make compound statements in the C language and C-shell scripting is much more
line based than the C programming language. To circumvent these limitations, the C-shell
scripting language uses different formats of the If statement to indicate different levels of scope
in what commands are controlled by the conditional statement. It has one form of the statement
if there is only one statement controlled by the conditional, another form if there are more than
one statement expression and another if there is an alternative group of statements performed in
the negation of the original expression The placement of the end-of-line characters does matter
(unlike the C programming language). Indenting does not matter in either language, but it is

used here to assist the readability.

In all of these forms, the term "expression™ is used to indicate the thing being tested:;

below are many examples of what that expression could be. The only requirement is that the



expression needs to be something that evaluates to true or false. If the expression evaluates to
true the statement or statements controlled by that conditional are performed, but if the
expression evaluates to false, the statement or statements controlled by that conditional are not
performed. The commands shown in the structures given below are regular shell commands;
each command controlled by the if condition is a shell command just as it would be typed on the

shell command line at the shell prompt.
If - single statement

When there is only one statement controlled by the condition, the condition and the statement
must be written on the same line. The expression in enclosed in parentheses, and there is no
other punctuation. Like other parts of the UNIX system, the if statement is case sensitive and the
word "if" must be lower case. The spaces shown here in the structure are usually required. The
simple-command can be any one shell command just as it would be typed on the shell command
line. That one command will be done if and only if the expression evaluates to true. If the
expression evaluates to false, the flow of the shell script continues with the line immediately

after this one - ignoring the "simple-command" completely.
If (expression) simple-command
examples:

For each of the following examples, there is a brief description, the code of the script and then
displays of two possible executions. In each example the other parts of the script are shown in
addition to the conditional statement in order that you may understand why a "true" or "false"
evaluation occurred. Each example shows a portion (a group of sequential lines) from a shell

script.

Example #1: To get a value from the user and echo the word "wrong" if that value given is less

than 5. The script will then go on with the next line of the program.

echo -n "Enter a number: " If input by the useris 2 | If input by the user is 7




Enter a number: 2

Wrong

line after

Enter a number: 7

line after

Example #2: To echo third argument if and only if it is true that the script was called with 3

arguments. Notice the $# is used to test the size of the argument vector. This example assumes

the name of the shell script is scr and that the line shown at the percent sign prompt is typed by

the user to initiate the script from the shell command line (where the % is the shell command

prompt given to the user).

echo "line before"

if ($#targv == 3) echo "$3"

echo "line after"

If script was called with % scr | If script was called with

10 12 14 % scr 10
line before line before
14 line after
line after

Example #3: To determine if a variable exists in the current shell before it is echoed. In C-shell,

if you attempt to echo the value of a variable when that variable does not exist, you will get an

error message. A likely form of that error message is also shown here.

echo "line before"

if ($?varname)

$varname
echo "line after"

echo $varname

echo

If the current shell has a
variable name varnmae

with the value "Jan"

If the current shell does not

have a variable named varname

line before

Jan

line after

line before

line after

Error: no varname exists




Jan

if - multiple statements

The format for an if conditional statement that has more than a single command controlled by the

value of the condition consists of an If with the expression in parenthesis followed by the

keyword then on one line, commands on the following lines until closed by the keyword endif

on its own line. In the structure below I have just put "commands" - these are a list of individual
commands where each is on its own line just as it would have been typed at the shell prompt.
The expression enclosed in parenthesis must be something that evaluates to true or false. Notice
how the sample structure below and the examples indent the commands so that it is obvious that

the endif matches to the If and the other statements are subsidiary to the if. This indenting is
not required by the programming language, its purpose is to make the code easier to read. The
command lines between the If and the endif should all be indented to the same level unless there

are some commands between that are subsidiary to each other.

if (expression) then
commands

endif

examples:

Example #1: To echo that a number greater than 40 is too big, modify the number by subtracting
40 and then echo the new value. This script assumes that there is variable named num in the
current shell and that the variable named num has a numeric value. If both of these conditions

are met, it will lower the value by 40 if the original value was greater than 40.

echo "before: num = $num"

if ($num > 40) then




echo "too big"
($num - 40)

echo "$num is new value"

@ num

endif

echo "after: num = $num"

If the current shell has a variable named num | If the current shell has a variable named num

and the value of that variable before this | and the value of that variable before this

portion of the shell scriptis 12 portion of the shell scriptis 99
before: num =12 before: num =99
after: num = 12 too big

59 is new value

after: num =59

Example #2: To determine if the script was called with an argument or not and ask the user to

insert a value for the input if no argument was used when the script was called originally.

echo "before: number of arguments = $#"

if ($#argv < 1) then
echo "No Argument Given"

echo -n "Value: "
set inval = $<
endif

if ($?inval) “after: val = echo $inval"




if ($#argv >= 1) "after: val = echo $argv[1]"

If the script was called with the line % scr | If the script was called with the line % scr

Jan
and the user types 82 as input when requested
before: number of arguments = 1 before: number of arguments = 0
after: val = Jan No Argument Given
Value: 82
after: val = 82

if - with else

The format for the if that has an else clause consists of the if and then on one line with the
expression in parentheses between, commands for the if-true portion, an else on a line by itself,

commands for the if-false portion ended by the endif on its own line. In the structure shown

below the if-true and if-false portions of code are shown as commandsl and commands2
respectively. Each of these are a series of shell commands which will be performed or not based
on the value of the expression. The commands listed as commandsl will only be performed if
the expression evaluates to true, and the commands2 portion will only be done if the expression
evaluates to false. The expression is only evaluated once when the flow of the program is at the
top of this structure. At that time it either evaluates to true or false - (never neither and never
both). This means that either commandsl will be performed or commands2 will be performed
(never neither of them and never both of them). They will also be performed completely
regardless of a change in the value of the expression during the execution - the expression is only

evaluated at that one time.

if (expression) then
commandsl

else




endif

examples:

commands2

Example #1: To echo the word big in the case that the value is larger than 40 or the word small if

it is not larger than 40.

echo "before: num = $num"

if ($num > 40) then
echo big
else
echo small
endif

echo "after: num = $num"

If value of the variable num before this
portion of code was 20

If the value of the variable num before this
portion of code was 50

before: num =20

small

after: num = 20

before: num =50
big

after: num =50

Example #2: To ask the user for another value if the value is too small or to subtract 30 from the

value if it is large enough.

echo "before: valnum = $valnum"

if ($num

30) then




echo -n "enter a new value:

set valnum = $<

else

echo "value ok"

@ valnum = ($valnum - 30)
endif

echo "after: valnum = $valnum"

If value of the variable num before this | If the value of the variable num before this
portion of code was 20 and the user typed a | portion of code was 75

10 as the input when requested

before: valnum = 20 before: valnum = 75
enter a new value: 10 value ok
after: valnum =10 after: num =45

if - with else if

If the else statement also has its own if, there can be many levels of nesting. The format for an
"if - else if" structure is the same as the "if - else" except there is only one endif statement
closing the entire structure. The commands groups (commandsl, commands2, ...) shown below
are mutually exclusive - one and only one of them will be performed based on the values of the
expressions shown. In this example there are several expressions, each must be something that
evaluates to true or false, but they are each independent and evaluated at the time the flow of the

program reaches that line.

if (expressionl) then

commandsl




else if (expression2) then

commands2
else if (expression3) then
commands3
else
commands4
endif
example:

Example: To echo that there are too many arguments if there are more than 5, not any arguments
if there are less than 1, just right if there are 3 arguments or that it is acceptable if there are any

other number of arguments the script was called with.

echo "before: $#argv arguments"

if ($Hargv >5) then
echo "too many arguments”
else if ($#argv < 1) then
echo "not any arguments"
else if ($#argv == 3) then
echo "Just right"
else
echo "acceptable number"
endif

echo "after: $#argv arguments"

If the script was called with 4 parameters such | If the script was called with no parameters such

as as




% scr one two 3 4 % scr

before: 4 arguments before: 0 arguments
acceptable number not any arguments
after: 4 arguments after: 0 arguments
EXxpressions

special forms of variables:

The examples above tested the values of variables directly or special properties of those
variables. It is common to test the value of a variable which has received a value through user
input or through calculation. It is also common to test the values contained in the argument
vector. Remember that the argument vector receives values based on what is typed on the shell
command line when the script is initiated. Another special variable is the $$ which tells the
process ID of the process interpreting this shell. This is the same number as we saw in the output
of the pS command a while ago. By comparing the $$ to a process ID stored previously in a

variable, we would be able to determine if this is the same process or a new one. Some special

forms of the variables are included in the table below:

$?varname tells the true if the variable exists in the current shell and false if it
does not

$varname tells the value of the variable (if that variable exists in the current
shell)

$#varname tells the number of elements in the array named varname

$$ tells the process ID of the shell interpreting the current script

$# or $#argv tells the size of the argument vector




$argv[1] tells the value of the 1st element of the argument vector

relational operators (same as you have learned in C and

similar to those in math):

These operators are used to compare values. They are all binary operators which means they are
put between a right and a left operand in order to compare the values of those two operands.
Then they return the value true if the condition is met or the value false if it is not met. They are

usually used to compare numeric values.

< left operand is less than the right operand

> left operand is greater than the right operand

<= left operand is less than or equal to the right operand

>= left operand is greater than or equal to the right
operand

== left operand is is equal to the right operand

1= left operand is not equal to the right operand

testing of files:

One other special kind of expression allows testing the properties of the shell directory structure

itself. The format of this type of expression is always
-p argument

where the c is one of the properties listed in the table below and the argument is the name of a
element of the directory structure. For example, you could find out if there is a file already
existing with a given name before you accidentally overwrite its contents. Or find out if a

directory exists before trying to store something in that directory.



e true if the argument named exists, false otherwise

z true if the argument named is size 0, false otherwise

d true if the argument named is a directory, false otherwise

f true if the argument named is a file, false otherwise

r true if the user has read permission on the argument named, false otherwise

w true if the user has write permission on the argument named, false otherwise

X true if the user has execute permission on the argument named, false otherwise

Examples of different kinds of expressions

If the number of arguments this script is called with does not equal 3, it prints that there was the

wrong number of arguments.
if ($#argv != 3) echo "wrong number of arguments"

If the user of this script has write permission, the script will append one line to the end of that
file and then echo that it was modified. If the user does not have write permissions on that file, it

will just say that it can not modify that file.

if (-w this.file) then
echo " line added" >> this.file
echo "this.file modified"
else
echo "can not modify"
endif

If the directory element named as the first argument when the script was called already exists, it
prints that it does already exist (meaning if a file was named as the first argument because you
were going to write into that file - it would tell you that the file already exists so you may not

want to lose its contents). This does not test to see if there is a first argument, that is assumed.



To test to see if there is an argument, you would need to use the $#argv to determine how many

arguments the script was called with.

if (-e $1) echo "$1 already exists"
Compound Expressions

There is also the possibility of compound expressions within the expression of any of the if

statements above. A compound expression combine two expressions each of which evaluates to

true or false. These two expressions would be combined with an "and" or an "or". The "and" is

represented as a && and means that both of the expressions must evaluate to true in order for

the compound expression to evaluate to true. The "or" is represented as a || and means that if

either of the expressions are true, the compound expression evaluates to true.

Example #1: Tests to see if there were between 3 and 6 arguments when the script was called.

Echoes that there are 4 or 5 arguments if this is true.
if ($#argv > 3 && $#argv < 6) echo "4 or 5 arguments"

Example #2: Tests to see if the value of the variable named val is too large or too small. If so it

states that it is out of range.

if ($val < 3 || $val > 5) echo "value is out of range™

Conditional Execution

The || (double pipe) and the && (double ampersand) can also be used as a separator between
commands similar to the semicolon. When the semicolon is used as a delimiter between two
commands that are typed on the same command line, the two commands are both performed in

sequence. With the || and the && they are also performed in sequence, but the second will only



be performed in the result of the first was correct. This is called conditional execution because
the execution of the second command is conditional on the result of the first command line.

When the && is used, the second command will be performed if and only if the first was able

to complete successfully. When the || is used, the second command will be performed if and

only if the first command was not able to complete successfully.

This is similar to the "short circuit evaluation of conditions in the C programming
language. "Short Circuit Evaluation™ means that if you already can determine the value of an
expression, you do not need to evaluate the rest of that expression. It is used in the C language
for the expression evaluated for an "if" -- evaluate left to right, but when you have a point where

the answer is known stop evaluating.

An example from English:

If Alice or Bob went to the store, go there yourself.

In this example, you need to know if

(A --- Alice went to the store) or (B--- Bob went to the store)
to determine if you will go to the store.

If A is true, you go to the store yourself regardless of the value of B, so you do not need to

evaluate Bob's part of the expression.

If Alice did not go to the store, you need to know if Bob went in order to make your decision

about going.
In the shell

When used with shell command lines, each operand to the || or the && must be a complete
UNIX shell command - including any options or arguments that command needs in order to run.

Unlike the pipe "|" which connects the two commands by using the output of the left as the input



to the right command, the two commands on either side are completely independent of each

other and must be given any input or output requirements as a part of that operand.

Symbol | Common | Command Line Conditional Execution Meaning
Meaning
I or If left operand is successful, don't perform right
operand
&& and If left operand is unsuccessful, don't perform right
operand
Examples:

cd thisfile && Is
This says if and only if the cd is successful, do the IS command
cd thisfile || Is

This says if and only if the cd is unsuccessful, do the IS command

Conditional execution can also be done with the command expressions that test the properties of
the directory structure. This is done with the utility named test. The test utility is successful if

the condition specified by the expression is true and unsuccessful if the condition evaluates to

false.

test -r this.file || echo "can not read"

This says that the echo should be done if and only if the user does not have read permissions on

the file named this.file.




status variable

The conditional execution uses the shell variable named "status™ to determine if a process was
successful or not. The utilities of UNIX are written so that they will return different values into
that shell variable to inform the shell if they were able to successfully complete the requested
work. This is the same variable as is set by the "return” value from the main function in a C

program. Each of the shell utilities is programmed to return certain values in certain conditions

the standard is that a return value of 0 means that everything was successful. Any other value

means something happened that might be determined as unsuccessful

note: this may seem backwards (0 being good and non-0 being bad), but it is because there is one

way to be successful and many ways to be unsuccessful

Two examples:

grep.status.script : Shows the values returned by the grep utility.

The grep utility is designed to return the value O if the search was successful if successful in that
the requested regular expression was present in the file(s) indicated. If the search was
unsuccessful because the file(s) specified don't exist or are unreadable, the grep returns one non-
zero value, and if the search was not successful because that string is not found in the file(s), the

grep utility returns a different non-zero value.

c.status.c : A C language program which can then be compiled and run. It sets the status variable

by using the "return™ value from the main function.

Use the echo $status to see the value of the status variable.

exit command



This command tells the flow of the program to leave the script immediately without question.
The script would terminate at that point returning the control to the process which started the
script. If a numeric value is given on the same line after the exit command, that numeric value is
assigned to the status variable to indicate if this script is terminating in a successful manner or
unsuccessful. The brackets around the "numeric expression” are there to indicate that the
numeric expression is optional - you don't actually type the square brackets when you use the

exit command.

exit [numeric expression]

Example:

#displays the lines that contain the string "and"
#in the file named as the argument
# Usage: andcount filename
test -r Sargv[1] I exit 2
grep and $1 I exit 0
exit 1

In this example script, the exit value of 2 is used to mean that th